
Chapter 2  
 

Objects, Control Structures, 
and Arrays 
 
Goals 
!  Construct and use Objects 
!  Introduce assertions with JUnit 
!  Be able to use existing methods by reading method headings and documentation 
!  Be able to write and test your own methods with JUnit 
!  Review Java syntax for control structures for those who already know selection (if 

statements) and repetition (for and while loops) 
!  Review arrays 
 
Java includes many types. Each provides services such as storing collections, networking, 
drawing, and accessing databases. Many of these types were designed for use in a variety of 
applications. In this section, you will see how to use a few of these classes that come with 
Java, and one that comes with this textbook.  
 A Java class is used to construct objects so programmers can use the services these 
objects provide. Every object has: 

 

1. a name (a reference variable for locating the object) 
2. messages it understands (the services an object provides)   
3. state (the set of values remembered in computer memory for the object) 

 

The object's name stores the values needed to locate the object so messages can be sent to it. 
A message causes a method to be called where some code executes. A message may also 
return a useful value. The state of an object is the collection of values an object remembers in 
the computer memory.  
 An object is constructed using a class as a blueprint to define the messages the object will 
be able to receive.  

General Form: Constructing objects (initial values are optional) 
class-name reference-variable-name = new class-name(initial-values); 

Objects are constructed with the keyword new and the name of a class. The optional initial-
values help to initialize the state of the object. Here are some examples of statements that 
construct objects: 

 
String firstName = new String("Kim"); 
String lastName = new String("Devonshire"); 
Scanner keyboard = new Scanner(System.in); 
BankAccount anAccount = new BankAccount("Kim", 500.00); 

 

Objects need a reference variable to store a way to access the object later. Four reference 
variables are shown above to the left of =. There may be many more objects of the same class. 
Each of those objects will have its own state, though every object of the same class will 
understand the same set of messages. 
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Sending Messages to Objects 
In order for objects to do something, your code must send messages to them. A message asks 
the object to provide one of the services for which it was designed.  

General Form: Sending a message to an object 
object-name. message-name( argument1,  argument2,  ...) 

Some messages ask for the state of the object. Other messages ask an object to do something, 
such as print information to the computer screen. Consider a BankAccount  class that a 
programmer has made to define objects that store an account ID and its current balance. Each 
BankAccount  object has operations such as wi t hdr aw, deposi t , get Bal ance, and 
get I D. Assume that two BankAccount  objects are constructed like this: 

 
BankAccount aBankAccount = new BankAccount("Chris", 123.45); 
BankAccount anotherBankAccount = new BankAccount("Kim", 500.00); 

 

These messages ask the two different BankAccount  objects to return information: 

    aBankAccount.getID(); 
    aBankAccount.getBalance(); 
    anotherBankAccount.getID(); 
    anotherBankAccount.getBalance(); 
 

These messages ask the two different BankAccount  objects to perform some tasks: 

    aBankAccount.withdraw(40.00); 
    aBankAccount.deposit(100.00); 
    anotherBankAccount.withdraw(20.00); 
    anotherBankAccount.deposit(157.89); 
 

The optional argumentsÑ expressions between the parenthesesÑ are values required by the 
method to fulfi ll its responsibility. For example, wi t hdr aw needs to know how much money 
to withdraw. On the other hand, get Bal ance doesnÕt need any arguments to return the 
current balance of the BankAccount  object. The outputs generated by the following code 
show deposi t  and wi t hdr aw messages modify the account balances in an expected 
manner: 

 
// Construct two objects and send messages to them 
public class ShowTwoBankAccountObjects { 
  public static void main(String[] args) { 
    BankAccount b1 = new BankAccount("Ali", 0.00); 
    BankAccount b2 = new BankAccount("Britt", 500.00); 
   
    b1.deposit(222.22); 
    b1.withdraw(20.00); 
    b2.deposit(55.55); 
    b2.withdraw(10.00); 
   
    System.out.print(b1.getID());  
    System.out.print(": ");  
    System.out.println(b1.getBalance()); 
 
    System.out.print(b2.getID()); 
    System.out.print(": ");  
    System.out.println(b2.getBalance()); 
  } 
} 

Output 
Ali: 202.22 
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Britt: 545.55 
 

A pr i nt  statement helps reveal the changing state of objects. However, in examples such as 
the one above, many lines can separate the output and the messages that affect the objects. 
This makes it a bit awkward to match up the expected result with the code that caused the 
changes. 
 The JUnit testing framework, introduced next, provides a more coherent technique for 
reasoning through how a program works. It also, as we will see later, provides help to 
effectively design your own classes and test them at the same time. 

Making Assertions about the State of Objects with JUnit 
The current and changing state of objects can be observed and confi rmed by making 
assertions. An assertion is a statement that can relay the current state of an object or convey 
the result of a message to an object. The statement is expected to be true; if it is not, there is 
something wrong.  
 Assertions can be made with methods such as assertEquals from the JUnit testing 
framework. JUnit is part of most Java environments, or can be added as a tool in any other 
programming environment.  

General Form: JUnit's assertEquals method for double and int values 
as se rt Equals (i nt  expected,  i nt  actual);  
as se rt Equals (d oubl e expected, double  actual,  doubl e errorTolerance) ;  

 

Examples:  
assertEquals(2, 5 / 2); 

assertEquals(1, 5 % 2); 

assertEquals(2.0, Math.sqrt(4.0), 0.1); 

assertEquals(1.4142135623730951, Math.sqrt(2.0), 1e-14); 
 
 

With asser t Equal s , an assertion will be trueÑ or wil l "pass"Ñ if the expected-value equals 
the actual-value. When comparing floating-point values, a third argument is needed to 
represent the error tolerance, which is the amount by which two real numbers may differ and 
still be equal. (Due to round off  error, and the fact that numbers are stored in base 2 (binary) 
rather than in base 10 (decimal), two expressions that we consider ÒequalÓ may actually differ 
by a very small amount. In this textbook, I will use an error tolerance of 0.000000000001, or 
1e-14. This means that the following two numbers would be considered equal: 
 
0.00000000000001 
0.00000000000002 
 

In contrast, the two numbers below would not be considered equal when using an error factor 
of 1e-14. 

 
0.00000000000001 
0.00000000000003 

 

JUnit assertions allow us to place the expected value next to messages that reveal the actual 
state. This makes it easer to demonstrate the behavior of objects. Later, you will see how 
assertions help in designing and testing your own classes, by making sure they have the 
correct behavior.  
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The assertEquals method is in the Assert class of org.junit. The Assert class needs to be 
imported (shown later) or assertEquals needs to be qualifi ed (shown next).  

 
// Construct two BankAccount objects 
BankAccount b1 = new BankAccount("Ali", 0.00); 
BankAccount b2 = new BankAccount("Britt", 500.00); 
 
// These assertions pass  
org.junit.Assert.assertEquals(0.00, b1.getBalance(), 1e-14);    
org.junit.Assert.assertEquals("Ali", b1.getID()); 
org.junit.Assert.assertEquals("Britt", b2.getID()); 
org.junit.Assert.assertEquals(500.00, b2.getBalance(), 1e-14);  
 
// Send messages to the BankAccount objects 
b1.deposit(222.22); 
b1.withdraw(20.00); 
b2.deposit(55.55); 
b2.withdraw(10.00); 
 
// These assertions pass  
org.junit.Assert.assertEquals(202.22, b1.getBalance(), 1e-14);   
org.junit.Assert.assertEquals(545.55, b2.getBalance(), 1e-14);   
 
To make these assertions, you must have access to the JUnit. Then these assertions can be 
placed in methods with the annotation @Test to mark the method as a test method. JUnit 
treats all methods with @Test as a test method.  JUnit will pass or fail all assertions in a test 
method. Test methods must be placed into a class that imports org.junit to allow the @Test 
annotations. 
 
import org.junit.Test; // Allow @Test so JUnit 4 can find the test methods 
 
public class FirstTest { 
 
  @Test  // This annotation marks the method as a test method for JUnit 
  public void testDeposit() { 
    BankAccount b1 = new BankAccount("Ali", 0.00); 
    b1.deposit(123.45); 
    org.junit.Assert.assertEquals(123.45, b1.getBalance()); 
  } 
 
  @Test 
  public void testWithdraw() { 
    BankAccount b2 = new BankAccount("Britt", 500.00); 
    b2.withdraw(160.01); 
    org.junit.Assert.assertEquals(339.99, b2.getBalance()); 
  } 
} 

 
Other methods you could use include, but are not limited to, assertTrue, asser t Fal se, 
and assertNull. You may need to include an import statement in your JUnit test or make 
other adjustments as necessary to utilize JUnitÕs TestCase class with it assertions.  
 Assertions can be shortened by using a static import. This feature allows programmers to 
write just the method name, assuming it is static.  
 
import static java.lang.System.*; // Now use out rather than System.out 
import static java.lang.Math.*;   // Now use sqrt rather than Math.sqrt 
 
public class ShowStaticImports { 
 
  public static void main(String[] args) { 
    // These two lines... 
    double x2 = Math.sqrt(81.0); 
    System.out.println("Square root of 81 is " + x2); 
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    // ... can also be written without the class names System and Math 
    double x = sqrt(81.0); 
    out.println("Square root of 81 is " + x); 
  } 
} 
  
The following class shows that the correct static import reduces the amount of code you need 
to write in a test method. 
  
// With this line, you don't need to qualify every assertion 
// Use assertEquals rather than org.junit.Assert.assertEquals 
import static org.junit.Assert.*;   
import org.junit.Test; 
 
public class FirstTest { 
 
  @Test 
  public void testDeposit() { 
    BankAccount b1 = new BankAccount("Ali", 0.00); 
    b1.deposit(123.45); 
    // The long way needed without the static import 
    org.junit.Assert.assertEquals(123.45, b1.getBalance(), 1e-14); 
    b1.deposit(200.00); 
    // Now there is no need to qualify with org.junit.Assert 
    assertEquals(323.45, b1.getBalance(), 1e-14); 
  } 
 
  @Test  
  publ i c  voi d t est Wi t hdr aw( )  {  
    BankAccount  b2 = new BankAccount ( " Br i t t " ,  500. 00) ;  
    b2. wi t hdr aw( 160. 01) ;  
    asser t Equal s ( 339. 99,  b2. get Bal ance( ) ,  1e- 14) ;  
  }  
}  
 
 

Although JUnit is typically used to help design and test new classes (see Chapter 4), I will 
also use assertions to help demonstrate what happens when messages are sent to objects. The 
assertions will be in the test methods of a test class. Each method must be declared public 
void, and have the @Test annotation before it. Each test method will be called by JUnit to 
execute the assertions. For example, the three statements in testDeposit (below) execute 
fi rst. Then, testWithdraw is called to execute all code in that method. 

Running JUnit 
If an assertion fails, you will be notifi ed either with standard output or with a window 
indicating the failure of the assertion. The resulting display depends on how you invoke your 
test class. For example, you could choose to run the test class above as a program like this: 

 
public class RunBankAccountTest { 
  public static void main(String[] args) { 
    junit.textui.TestRunner.run(BankAccountTest.class); 
  } 
} 

Output 
.. 
Time: 0.01 
 
OK (2 tests) 

 
The output indicates that all assertions passed and there were two test methods. If an 
assertions fails, you will also be notifi ed in the output. For example, if the expected value 
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does not equal the actual value returned from getBalance, you get a different output. In the 
example below, testDeposit has the incorrect expected value. 

 
 @Test 
 public void testDeposit() { 
    BankAccount b1 = new BankAccount("Ali", 0.00); 
    b1.deposit(123.45); 
 
    // Incorrect expected value will make this assertion fail 
    assertEquals(0.00, b1.getBalance(), 0.001); 
  } 

Output 
.F. 
Time: 0.01 
There was 1 failure: 
1) testDeposit(BankAccountTest) AssertionFailedError: expected:<0.0> but 
was:<123.45> 
 at BankAccountTest.testDeposit(BankAccountTest.java:8) 
 at sun.reflect.NativeMethodAccessorImpl.invoke0(Native Method) 
 at sun.reflect.NativeMethodAccessorImpl.invoke(Unknown Source) 
 at sun.reflect.DelegatingMethodAccessorImpl.invoke(Unknown Source) 
 at RunBankAccountTest.main(RunBankAccountTest.java:4) 
 
FAILURES!!! 
Tests run: 2,  Failures: 1,  Errors: 0 

 
Vitually all Java integrated develpmont environments (IDEs) have graphical JUnit support If 
no assertions fail you will see a green bar. If an assertion fails, you see a red bar. For example, 
this is a screenshot of Eclipse that shows a red and the expected and actual values in the view 
to the left when the code in FirstTest.java is run as a JUnit test.   
 

 
 
 

 
 

Red bar 
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Changing testDeposit to have the correct expected value results in a green bar, indicating 
all assertions have passed successfully. Here is  JUnit's window when all assertions pass:  
 

 
 

 

 
String Objects 
Java provides a St r i ng class to store a sequence of characters, which can represent an 
address or a name, for example. Sometimes a programmer is interested in the current length 
of a St r i ng (the number of characters). It might also be necessary to discover if a certain 
substring exists in a string. For example, is "t he" included in the string "Mot her ", and if 
so, where does subst r i ng "t he" begin?  JavaÕs St r i ng class provides a large number of 
methods to help with such problems. You will use St r i ng objects in many programs.  
 Each St r i ng object stores a collection of zero or more characters. St r i ng objects can be 
constructed in two ways.  

General Form: Constructing St r i ng objects in two different ways  
String  identifier = new String( string-literal);  
String  identifier = string-literal;  

Examples 
String stringReference = new String("A String Object"); 
String anotherStringReference = "Another"; 

String length 
For more specifi c examples, consider two l engt h messages sent to two different St r i ng 
objects. Both messages evaluate to the number of characters in the St r i ng.  

Green bar 
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i mpor t  s t at i c or g. j uni t . Asser t . * ;  
i mpor t  or g. j uni t . Tes t ;  
 
publ i c  c l ass  St r i ngTes t  {  
 
  @Test  
  publ i c  voi d t est Lengt h( )  {  
    St r i ng s t r i ngRef er ence = new St r i ng( " A St r i ng Obj ec t " ) ;  
    St r i ng anot her St r i ngRef er ence = " Anot her " ;  
    / /  These asser t i ons pass 
    asser t Equal s ( 15,  s t r i ngRef er ence. l engt h( ) ) ;  
    asser t Equal s ( 7,  anot her St r i ngRef er ence. l engt h( ) ) ;  
  }  
  / /  .  .  .  mor e t est  met hods  wi l l  appear  bel ow 

String charAt 
A charAt message returns the character located at the index passed as an int argument. 
Notice that String objects have zero-based indexing. The fi rst character is located at index 
0, and the second character is located at index 1, or charAt(1). 
 
  @Test   / /  Do not  f or get  t o wr i t e @Test  bef or e t he met hod 
  publ i c  voi d t est char At ( )  {  
    St r i ng s t r i ngRef er ence = new St r i ng( " A St r i ng Obj ec t " ) ;  
    asser t Equal s ( ' A' ,  st r i ngRef er ence. char At ( 0) ) ;  / /  Eval uat es t o ' A'  
    asser t Equal s ( ' t ' ,  st r i ngRef er ence. char At ( 3) ) ;  / /  Eval uat es t o ' t '  
  }  

String indexOf 
An indexOf message sent to a String object returns the index of the fi rst character where 
the St r i ng argument is found. For example, "no-yes".indexOf("yes") returns 3. If the 
St r i ng argument does not exist, indexOf returns -1. 
 
  @Test 
  public void testIndexOf() { 
    String stringReference = new String("A String Object"); 
    assertEquals(3, stringReference.indexOf("tri")); 
    assertEquals(-1, stringReference.indexOf("not here")); 
  } 

Concatenation with the + operator 
Programmers often make one St r i ng object from two separate strings with the + operator, 
which concatenates (connects) two or more strings into one string.  
 
  @Test 
  public void testConcatenate() { 
    String firstName = "Kim"; 
    String lastName = "Westbrook"; 
    String fullName = lastName + ", " + firstName; 
    assertEquals("Westbrook, Kim", fullName); 
  } 

String substring 
A substring message returns the part of a string indexed by the beginning index through the 
ending index - 1.  

  @Test 
  public void testSubString() { 
    String str = "Smiles a Lot"; 
    assertEquals("mile", str.substring(1, 5)); 
  } 
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There are many assertEquals methods that take diff erent types of arguments. So far, the 
general forms have been shown when both arguments are ints or when there are three double 
arguments. The assertion above calls the assertEquals method that has two Object 
parameters. This method can be called when any non-primitive values need to be compared 
with assertEquals. 

General Form: JUnit's assertEquals method 
assertEquals( Object expected, Object actual)   
 

This is possible because all Java classes (non-primitives) extend Java's Object class. Any 
object can be passed as an argument to these Object parameters.  

Comparing Strings with equals and equalsIgnoreCase 
JUnit's assertEquals method uses Java's equals method to compare the strings. This is the 
way to see if two strings have the same sequence of characters. It is case sensitive. 
equalsIgnoreCase ignores the case of the letters. 
 
  @Test 
  public void testStringEquals() { 
    String s1 = new String("Casey"); 
    String s2 = new String("Casey"); 
    String s3 = new String("caSey"); 
 
    assertTrue(s1.equals(s2));            
 
    // equals is case sensitive 
    assertFalse(s1.equals(s3)); 
 
    // equalsIgnoreCase is case insensitive 
    assertTrue(s1.equalsIgnoreCase(s3));  
 } 
 

Never use == to compare strings. The results can be surprising. 
 
  @Test 
  public void testStringEqualEqual() { 
    String s1 = new String("Casey"); 
    assertTrue(s1 == "Casey");          // This assertion fails! 
  } 
 

Comparing Objects with compareTo 
Relational operators such as <, >, <=, and >= test the relationship between primitive 
values. However, the relational operators cannot be used to compare two objects. Java uses a 
different approach for comparing objects (non-primitives). The compar eTo message returns 
one of these three values: 

 

• zero if two objects are equal, or 
• a positive integer if the object to the left of the dot is greater than the argument between 

parentheses, or  
• a negative integer if the object to the left of the dot is less than the argument. 

 

Strings are compared alphabetically. If  two strings are different, they have at least one 
different character, or they have diff erent lengths, or both. The compar eTo method returns 
the difference between the fi rst two characters found to be diff erent. Consider the following 
assertions: 
 
  @Test 
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  public void testCompareToIntegerReturnValues() { 
    assertEquals("Abc".compareTo("Abc"), 0);   // 0 means equal 
    assertEquals("OOA".compareTo("OOD"), -3);  // 'A' - 'D' is -3 
    assertEquals("f".compareTo("abcde"), 5);   // 'f' - 'a' is 5 
    assertEquals("abcdef".compareTo("ab"), 4); // longer by 4 
  } 
 

These four assertions demonstrate how string comparison works. A compareTo message 
returns 0 whenever both strings are equal. A string that precedes another alphabetically is 
considered to be less than the other string. For example, "ABC" is less than "BBC".  
 A compareTo message will return a negative integer whenever the receiver of the 
messagethe string before the dotis less than the argumentthe string between the 
parentheses. A string that follows another alphabetically is considered to be greater than the 
other string. For example "XYZ" is greater than "ABC".   
 A compareTo message will return a positive integer whenever the receiver of the 
message is greater than the argument. If there are no differing characters up to the end of the 
shorter string, then the shorter string alphabetically precedes the longer string. In this case, 
compar eTo returns the difference in the lengths of the strings.  
 Consider some more examples with JUnit's asser t Tr ue method. 

General Form: JUnit's assertTrue method 
assertTrue( boolean-value)   

  

Examples: 
  assertTrue(3 > 1); 
  assertTrue('A' != 'a'); 

 

This test method shows the more typical use of compareTo in determining which string 
precedes the other alphabetically.  
 
  @Test 
  public void testCompareToWitheRelationalOperators() { 
    String a = "Able"; 
    String b = "Baker"; 
 
    assertTrue(a.compareTo("Charlie") < 0); 
    assertTrue(a.compareTo(b) < 0); 
    assertTrue(b.compareTo(a) > 0); 
    assertTrue(b.compareTo(b) == 0); 
    assertTrue(a.equals("Able")); 
  } 

 

The compar eTo method does not read in a left to right manner, as would a more intuitive 
a<b. The compar eTo message reads more like a b <. It is easier to read in this fashion: the 
fi rst operand, ; followed by the comparison operator, ; followed by the second operand, 
. For example, the following boolean expression can be read as s1 < " def " :  
 

                
   s1.compareTo("def") < 0; 

 

And this expression can be read as "def" >= s1: 
 

                
  "def".compareTo(s1) >= 0;  
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Self-Check 
2-1 Fill in the blanks so that all assertions pass. 

 
import static org.junit.Assert.*; 
import org.junit.Test; 
 
public class BankAccountTest { 
 
  @Test 
  public void testAcct() { 
    BankAccount b1 = new BankAccount("Kim", 0.00); 
    BankAccount b2 = new BankAccount("Chris", 500.00); 
    assertEquals(________, b1.getID()); 
    assertEquals(________, b2.getID()); 
 
    b1.deposit(222.22); 
    b1.withdraw(20.00); 
    assertEquals(________, b1.getBalance(), 0.001); 
 
    b2.deposit(55.55); 
    b2.withdraw(10.00); 
    assertEquals(________, b2.getBalance(), 0.001); 
  } 
} 
 

 

2-2 Each of the lettered lines has an error. Explain why.  
    BankAccount b1 = new BankAccount("B.  ");        // a 
    BankAccount b2("The ID", 500.00);                // b 
    BankAccount b3 = new Account("N.  Li", 200.00);  // c 
    b1.deposit();                                    // d 
    b1.deposit("100.00");                            // e 
    b1.Deposit(100.00);                              // f 
    withdraw(100);                                   // g 
    System.out.println(b4.getID());                  // h 
    System.out.println(b1.name());                   // i 
    System.out.println(b1.getBalance);               // j 
 

2-3 What is the value of positionOfG? 
    String s1 = new String("abcdefghi"); 
    int positionOfG = s1.indexOf("g"); 
 

2-4 What is the value of s3?  
    String s2 = "abcdefghi"; 
    String s3 = s2.substring(4, 6); 
 

2-5 What is the value of len? 
    String s4 = new String("abcdefghi"); 
    int len = s4.length() - 1; 

 

2-6 Write the output of  System.out.print("Wheatley" + ", " + "Kay");. 
 

2-7 Write expressions to store the middle character of a String into a String object named 
mid. If  there is an even number of characters, store the character to the right of the middle. 
For example, the middle character of "abcde" is "c" and of "Robert" is "e".  

 

2-8 For each of the following messages, if there is something wrong, write ÒerrorÓ; otherwise, 
write the value of the expression. 

 String s = new String("Any String"); 

 a. length(s) d. s.indexOf(" ") 
 b. s.length e. s.substring(2, 5)  
 c. s(length) f. s.substring("tri")  
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Methods 
There are two major components to a method:  
• the method heading (the methodÕs signature) 
• the block (a pair of curly braces with the code that completes the methodÕs functionality) 

 

Several modifiers may begin a method heading, such as publ i c , pr i vat e, pr ot ect ed, and 
f i nal . The examples shown here will use only the modifier publ i c , which means that 
methods can be used from other classes. Here is a general form for method headings. 

General Form: A public method heading 
publ ic  return-type method-name( parameter-1,  parameter-2,  …,  parameter-n )  

The return-type represents the type of value returned from the method. The return type can be 
any primitive type, such as i nt  or doubl e (as in St r i ngÕs l engt h method or 
BankAccount Õs wi t hdr aw method, for example). Additionally, the return type can be any 
reference type, such as St r i ng or BankAccount . The return type may also be voi d to 
indicate that the method returns nothing, as in the main method in several programs from 
Chapter 1. 
 The method-name is any valid Java identifi er. Since most methods need one or more 
values to get the job done, method headings may also specify parameters between the 
required parentheses. Here are a few syntactically correct method headings: 

Example Method Headings  
public int compareTo(String anotherString)             // String 

public void withdraw(double withdrawalAmount)          // BankAccount 

public int length()                                    // String 

public String substring(int startIndex, int endIndex)  // String 

Parameters 
A parameter is an identifi er declared between the parentheses of a method heading. 
Parameters specify the number and type of arguments that must be used in a message. For 
example, wi t hdr awal Amount  in the deposi t  method heading above is a parameter of type 
doubl e. The programmer who wrote the method specified the number and type of values the 
method would need to do its job. 
 A method may need zero, one, two, or even more arguments to accomplish its objectives. 
ÒHow much money do you want to withdraw from the BankAccount  object?Ó ÒWhat is the 
beginning and ending index of the subst r i ng you want?Ó ÒWhat size window do you 
want?Ó  ÒYou want the square root of what number?Ó Parameters provide the mechanism to 
get the appropriate informationÑ argumentsÑ to the method when it is called.  
 When a message is sent to an object, the value of each argument is passed on to the 
associated parameter. For each parameter in the method heading, you must supply one 
expression in the method call that can be assigned to the parameterÕs type. Once the 
arguments are assigned to the parameters in the method heading, program control transfers to 
the method body. The same method should work for a wide variety of argument values.  
Here are some examples of passing arguments to parameters. It may help to read the arrow as 
an assignment statement. First, a deposi t  message to a BankAccount  object requires that 
the amount to be deposited, (a doubl e), be supplied. In the example below, the argument 
123. 45 is assigned to deposi t Amount  and used inside the deposi t  method. 

 
public void deposit(double depositAmount) 
                              ↑ 
        anAccount.deposit(123.45); 
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This example has a literal argument (123.45). However, an argument may be any 
expression that evaluates to the parameterÕs declared type, such as (checks + cash).  

 
double checks = 123.45; 
double cash = 100.00; 
anAccount.deposit(checks + cash); 

 

When the value of an argument is passed to a parameter, the assignment compatibility rules 
apply. So, for example, an argument of type i nt  may be passed to a doubl e parameter, but 
not vice versa. 

Reading Method Headings  
When properly documented, method headings help programmers explain what the method 
does, determine what arguments are needed, and sometimes state what exceptions may be 
thrown at runtime. All of these things allow the programmer to send messages to objects 
without knowing the details of the implementation. For example, to send a message to an 
object, the programmer must:  
 

• know the method name (remember case sensitivity:  toString is not tostring). 
• supply the proper type and number of arguments. 
• use the evaluation of the method correctly (what does the method return?). 
 

All of this information is specified in the method heading. For example, the substring 
method of JavaÕs String class takes two int arguments and evaluates to a String.  
 
/** 
 * Return portion of this string indexed from beginIndex through endIndex-1 
 *  
 * This method throws IndexOutOfBoundsException if beginIndex < 0, or 
 * endIndex > length of this String object, or beginIndex > endIndex. 
 */ 
public String substring(int beginIndex, int endIndex) 
 

The method heading for subst r i ng provides the following information: 
  

• what the method evaluates to: St r i ng 
• the method name: subst r i ng 
• how many arguments are required: 2 
• what type of arguments are required: i nt  
• the conditions under which an IndexOutOfBoundsException will be thrown 

 

Since subst r i ng is a method of the St r i ng class, the message must begin with a String 
literal or a St r i ng reference variable before the dot.  

 
String str = "small"; 
assertEquals("mall", str.substring(1, str.length()));  
// Can send messages to String literals ... 
assertEquals("for", "forever".substring(0, 3));  
assertEquals("ever", "forever".substring(3, "forever".length());  

 

A subst r i ng message requires two arguments, which specify the beginning and ending 
index of the St r i ng to return. This can be observed in the method heading below, which has 
two parameters named begi nI ndex  and endI ndex . Both arguments in 
fullName.substring(0,6) are type i nt  because the parameters in the subst r i ng 
method heading are declared as type int.  

 
public String substring(int beginIndex, int endIndex) 
                                   ↑          ↑ 
                fullName.substring(0,         6); 

When this message is sent, the argument 0 is assigned to the parameter begi nI ndex,  and 
the argument 6 is assigned to the parameter endI ndex. Control is then transferred to the 
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method body, where the code uses this information to return what the method promises. In 
general, when a method requires more than one argument, the fi rst argument in the message 
will be assigned to the fi rst parameter, the second argument will be assigned to the second 
parameter, and so on. In order to get correct results, the programmer must also order the 
arguments correctly. Whereas not supplying the correct number and type of arguments in a 
message results in a compile time (syntax) error, supplying the correct number and type of 
arguments in the wrong order results in a logic error (i .e., the program does what you typed, 
not what you intended). 
 And finally, there are several times when the substring method will throw an exception 
because the integer arguments are not in the correct range.  

 
"abc".substring(-1, 1)  // beginIndex < 0 
"abc".substring(0, 4)   // endIndex of 4 is off by 1 
"abc".substring(2, 1)   // beginIndex > endIndex 
 
 

Methods that return Values 
The Java r et ur n statement allows a method to return information. The expression after 
r et ur n is what the message evaluates to. For example, you might want to view the current 
balance of aBankAccount  (the value of the private instance variable bal ance). Whereas a 
method receives input via the arguments in the method call, a method communicates values 
back to the message sender through the return statement. Here is its general form: 

General Form  return statement 
 return  expression;   

Examples: 
 
public int twiceTheValue(int arg) { 
  return 2 * arg;  // return an int 
} 

 
public boolean firstGreater(double first, double second) { 
  return first > second;  // return true or false 
} 

 

When a r et ur n statement is encountered, the expression that follows return replaces the 
message. This is how a message communicates back to the caller. Whereas a void method 
returns nothing (see any of the void main methods or testXXX methods), any method that 
has a return type other than voi d must return a value that matches the return type. So, a 
method declared to return a St r i ng must return a reference to a St r i ng object. A method 
declared to return a doubl e must return a primitive doubl e value. Fortunately, the compiler 
will complain if you forget to return a value or you attempt to return the wrong type of value. 
 A method may exist in any class. This book uses test methods in test classes because it is 
convenient to write methods and tests in the same fi le. For example, here is a class that can be 
run to test a simple function named f that returns a value that is twice the argument. 

 
 

// Implement and test a simple f(x) method 
import static org.junit.Assert.*; 
import org.junit.Test; 
public class FunctionTest { 
 
  @Test 
  public void testF() { 
    assertEquals(2, f(1)); 
    assertEquals(6, f(3)); 
    assertEquals(-4, f(-2)); 
  } 
 
  public int f(int x) { 
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    return 2 * x; 
  } 
} 

 

JUnit calls the testF method, and then executes the four assertions in its block, each of 
which calls the method named f. to verify if the assertion passes or fails 
 

Self-Check 
Use the following method heading to answer the fi rst three questions that follow. The concat 
method is from JavaÕs St r i ng class. 
  
// Return the concatenation of str at the end of this String object 
publ i c  St r i ng concat ( St r i ng st r )  

 

2-9 Determine the following for the concat  method: 
 -a return type -d fi rst argument type (or class) 
 -b method name -e second argument type (or class) 
 -c number of arguments   

 

2-10 Assuming St r i ng s  = " abc" ; , write the return value for each valid message or 
explain why the message is invalid. 

-a s.concat("xyz"); -d s.concat("x", "y"); 
-b s.concat();  -e s.concat("wx" + " yz"); 
-c s.concat(5); -f String.concat("d"); 

 

2-11 Fill in the blanks so the assertions pass.  
 

import static org.junit.Assert.*; 
import org.junit.Test; 
 
public class MethodTest1 { 
 
  @Test 
  public void testConcat() { 
     String s = "abc"; 
     assertEquals("___________", s.concat("!")); 
     assertEquals("___________", s.concat("cba")); 
     assertEquals("___________", s.concat("123")); 
  } 
} 
 

2-12 Write a complete method so all assertions pass. 
 

import static org.junit.Assert.*; 
import org.junit.Test; 
 
public class MethodTest1 { 
 
  @Test 
  public void testOdd() { 
    assertTrue(isOdd(1)); 
    assertFalse(isOdd(2)); 
    assertTrue(isOdd(3)); 
  } 
 
  / /  Wr i t e i sOdd as i f  i t  wer e her e 
 
} 
 
 
 
 

2-13 Write a complete method so all assertions pass 
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import static org.junit.Assert.*; 
import org.junit.Test; 
 
public class MethodTest2 { 
 
  @Test 
  public void testAverage3() { 
    assertEquals(0.0, averageThree(0, 0, 0), 1e-14); 
    assertEquals(2.1, averageThree(1.1, 2.1, 3.1), 1e-14); 
    assertEquals(-5.7, averageThree(-1.3, -6.3, -9.5), 1e-14); 
  } 
 
  // Write averageThree as if it were here 
 
} 

 
 

2-14 Write a complete method so all assertions pass 
 

import static org.junit.Assert.*; 
import org.junit.Test; 
 
public class AMethodsTest { 
 
  public void testFirstLast() { 
    assertEquals("hh", firstLast("hurrah")); 
    assertEquals("CS", firstLast("Calling all studentS")); 
  } 
 
  // Write testFirstLast as if it were here 
 
} 
 
 

Control Structures 
So far, the code has shown statements that execute exactly once. However, programs often 
have statements that do not always execute. At one moment, a particular statement must 
occur. At another timeÑ the next day or the next millisecond perhapsÑ the same statement 
must be skipped. For example, a student who has a grade point average (GPA) of 3.5 or 
higher may make the deanÕs list. The next student may have a GPA lower than 3.5, and 
should not become part of the deanÕs list.  

 
if(GPA >= 3.5) 
  deansLi s t . add( cur r ent St udent ) ;  
 

General Form: if statement 

if ( Boolean-expression) 
    true-part 

 
 

The Boolean-expression is any expression that evaluates to either true or false. The true-
part may be any valid Java statement, including a block, which is a sequence of statements 
within braces { and }. The Òtrue partÓ executes only if the Boolean expression evaluates to 
true. So, the overtimeHours method below returns a positive value only when the argument 
is greater than 40.0. When the argument in the method call is 40.0 or less, the true part is 
skipped and the result remains 0.0. Whenever the argument is greater than 40.0, result is 
changed before it is returned.  

 
 
 

// Demonstrate and test a method that returns overtime hours 
import static org.junit.Assert.*; 
import org.junit.Test; 
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public class OvertimeHoursTest { 
 
  @Test 
  public void testOvertimeHours() { 
    assertEquals(0.0, overTimeHours(38.0), 1e-14); 
    assertEquals(0.0, overTimeHours(40.0), 1e-14); 
    assertEquals(0.5, overTimeHours(40.5), 1e-14); 
    assertEquals(2.0, overTimeHours(42.0), 1e-14); 
  } 
 
  // Return 0 or the number of hours worked over 40 
  public double overTimeHours(double hoursWorked) { 
    double result = 0.0; 
    if (hoursWorked > 40.0) 
      result = hoursWorked - 40; 
    return result; 
  } 
} 
 
Programs must often select from two actions. In this case, use the i f . . . el se statement.  

General Form: The i f . . . el se statement 
if ( Boolean-expression)  
   true-part 
el se  
   false-part 

 
 

The i f . . . el se statement is an i f  statement followed by an else path. The true-part and 
the false-part may be any valid Java statements or a block, which are the statements and 
variable declarations between the curly braces { and }. 
When an i f . . . el se statement executes, the Boolean expression evaluates to either t r ue or 
f al se. When t r ue, the true-part executesÑ the false part after the el se is skipped. When 
the Boolean expression evaluates to f al se, only the false- part executes. 
 The next example illustrates how the i f . . . el se statement works. When the argument 
passed to the parameter f i nal Gr ade in the passFai l Message method has a value less 
than 60, the method returns " Fai l i ng" .  If the argument is greater than or equal to 60, the 
method returns " Passi ng" .  

 
import static org.junit.Assert.*; 
import org.junit.Test; 
 
public class PassFailTest { 
 
  @Test 
  public void testPassFailMessage() { 
    assertEquals("Failing", passFailMessage(59.9)); 
    assertEquals("Passing", passFailMessage(60.0)); 
    assertEquals("Passing", passFailMessage(61.0)); 
  } 
 
  public String passFailMessage(double finalGrade) { 
    String result = "?"; 
    if (finalGrade < 60.0) 
      result = "Failing"; 
    else 
      result = "Passing"; 
    return result; 
  } 
} 
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Boolean Operators  
Java has three Boolean operatorsÑ !  (not), ! !  (or), and && (and)Ñ to create more complex 
Boolean expressions. For example, this Boolean expression shows the Boolean ÒandÓ 
operator (&&) applied to two Boolean operands: 

 

( t es t  >= 0)  && ( t est  <= 100)  
 

Since there are only two Boolean values, t r ue and f al se, the following table shows every 
possible combination of Boolean values and the Boolean operators ! , ! ! , and &&: 

 
 

!  Boolean “not” operator 
Expression  Result 
! false      true 
! true      false 

 
 

! !  Boolean “or” operator 
Expression   Result 
true ¦¦ true     true 
true ¦¦ false     true  
false ¦¦ true     true  
false ¦¦ false   false  

 
 

&& Boolean “and” operator 
Expression   Result 
true && true     true 
true && false     false 
false && true     false 
false && false   false 

 
 

The next example shows a Boolean expression using the && (ÒandÓ) operator to return true if 
the argument is in the range of 0 through 100 inclusive.  

 
import static org.junit.Assert.*; 
import org.junit.Test; 
 
public class FunctionTest { 
 
  @Test 
  public void testF() { 
    assertTrue(isInRange(100)); 
    assertTrue(isInRange(50)); 
    assertTrue(isInRange(0)); 
    assertFalse(isInRange(-1)); 
    assertFalse(isInRange(101)); 
  } 
 
  public boolean isInRange(int test) { 
    return (test >= 0) && (test <= 100); 
  } 
} 

 

The following evaluations of expressions show operator precedence rules (see table below) 
governing the order in which operators are evaluated. 
 
When t es t  is 97    When t es t  is 977 
(test >= 0) && (test <= 100)  (test >= 0) && (test <= 100) 
  (97 >= 0) && (97 <= 100)   (977 >= 0) && (977 <= 100)      
       true && true                     true && false 
           true          false 
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Operator Precedence Rules 
Programming languages have operator precedence rules governing the order in which 
operators are applied to operands. For example, in the absence of parentheses, the relational 
operators >= and <= are evaluated before the && operator. Most operators are evaluated in a 
left-to-right order. For example, a/ b/ c / d is equivalent to ( ( ( a/ b) / c) / d) . 
 The following table lists some (though not all) of the Java operators in order of 
precedence. The dot . and () operators are evaluated first (have the highest precedence), and 
the assignment operator = is evaluated last. This table shows all of the operators used in this 
textbook (however, there are more).  
 
Precedence rules for most operators (some operators and priorities not shown) 
Precedence Operator Description Associativity 

1 .  Member reference Left to right 
 ( )  Method call 
2 !  Unary logical complement (ÓnotÓ) Right to left 
 + Unary plus 
 -  Unary minus 
3 new Constructor of objects   
4 *  Multiplication Left to right 
 /  Division 
 % Remainder 
5 + Addition (for i nt  and doubl e) Left to right 
 + String concatenation 
 -  Subtraction 
7 < Less than Left to right 
 <= Less than or equal to 
 > Greater than 
 >= Greater than or equal to 
8 == Equal Left to right 
 ! = Not equal 
12 &&       Boolean ÒandÓ                                                       Left to right 
13 ! !  Boolean ÒorÓ Left to right 
15 += Add and assign Right to left 
 - = Subtract and assign  
 = Assignment 
 
 
 
 
 

Self-Check 
2-15 Which assertion would pass, a or b? 

  int n1 = 5; 
  int n2; 
  if(n1 > 0) 
    n2 = 3; 
  else 
    n2 = 4; 
  assertEquals(n2, 3); // a 
  assertEquals(n2, 4); // b  
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2-16 Which assertions would pass (a, b, c, and/or d)? 
  int n1 = -3; 
  int n2 = 7; 
  assertTrue(n2 > n1 && n1 >= 0);           // a     
  assertFalse(n2 > 100 || n2 < 0);          // b 
  assertTrue(n2 - 2 >= n1 && !(n1 == n2));  // c 

   assertTrue( n2 % 4 == 0);                 // d 
 

2-17 Write assertions for a new method isLeapYear that returns true if the argument is a 
leap year. A leap year is any year divisible by 4 unless i t is also divisible by 100, in 
which case it must also be divisible by 400. 

 
2-18 Write method isLeapYear that returns true if the argument is a leap year. 

 
2-19 Write assertions for a new method largest that returns the largest of the three 

integer arguments.  
 

2-20 Write method largest(int n1, int n2, int n3) that returns the largest of the 
three integer arguments.  

Nested ifÉ else statements  
Programs often need to select one action from many possible actions. The following code 
selects one of three possible actions. Any grade point average (GPA) less than 3.5 (including 
negative numbers) generates the output ÒTry harder.Ó Any GPA less than 4.0 but greater than 
or equal to 3.5 generates the output ÒYou made the deanÕs list.Ó And any GPA greater than or 
equal to 4.0 generates the output ÒYou made the presidentÕs list.Ó There is no upper range or 
lower range defined in this problem. 

 
// Multiple selection, where exactly one println statement  
// executes no matter what value the user types in for GPA. 
Scanner keyboard = new Scanner(System.in); 
System.out.print("Enter your GPA: "); 
double GPA = keyboard.readDouble(); 
 
if(GPA < 3.5) 
  System.out.println("Try harder"); 
else { // This false part of this if...else is another if...else 
  if(GPA < 4.0) 
    System.out.println("You made the dean's list"); 
  else 
    System.out.println("You made the president's list"); 
}  

 
 

Notice that the false part of the fi rst i f . . . el se statement is another i f . . . el se statement. 
If GPA is less than 3.5, Tr y har der  is output and the program skips over the nested 
i f . . . el se. However, if the Boolean expression is false (when GPA is greater than or equal 
to 3.5), the false part executes. This second i f . . . el se statement is the false part of the fi rst 
i f . . . el se. It determines if GPA is high enough to qualify for either the deanÕs list or the 
presidentÕs list.  
 You do have flexibility in formatting. The previous nested i f . . . el se may be written in 
the following preferred manner to line up the three different paths:  

 
if(GPA < 3.5) 
  System.out.println("Try harder"); 
else if(GPA < 4.0) 
  System.out.println("You made the dean's list"); 
else 
  System.out.println("You made the president's list"); 
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Now that we are seeing code that may not execute, such as one of the paths through an 
i f . . . el se statement, it is a good idea to consider some additional testing considerations:   

 

• Establish a set of assertions that will execute all possible paths through the multiple 
selection points 

• Have assertions that test the boundary values 
 

For example, given the following grading scale, there should be at least one assertion for each 
letter grade.  

Value of Percentage Assigned Grade 
90 ≤ percentage ≤ 100 A 
80 ≤ percentage < 90 B 
70 ≤ percentage < 80 C 
60 ≤ percentage < 70 D 
 0 ≤ percentage < 60 F 
 

Checking the upper and lower boundaries provides further confidence that the method will be 
correct once all assertions pass. This test shows that the method is expected to return " ?"  if 
the argument is out of range (in this case, less than 0 or greater than 100). 

 
import static org.junit.Assert.*; 
import org.junit.Test; 
 
public class LetterGradeTest { 
 
  @Test 
  public void testLetterGradeForValidRanges() { 
    assertEquals("?", letterGrade(101)); 
    assertEquals("A", letterGrade(100)); 
    assertEquals("A", letterGrade(90)); 
    assertEquals("B", letterGrade(89)); 
    assertEquals("B", letterGrade(80)); 
    assertEquals("C", letterGrade(79)); 
    assertEquals("C", letterGrade(70)); 
    assertEquals("D", letterGrade(60)); 
    assertEquals("F", letterGrade(59)); 
    assertEquals("F", letterGrade(0)); 
    assertEquals("?", letterGrade(-1)); 
  }  
  / /  see Sel f - Check bel ow 
} 

Self-Check 
2-21 Complete method letterGrade so all assertions pass in the test method above.  

Repetition 
Without the selection control structures of the preceding chapter, computers are little more 
than unprogrammable calculators. Selection control makes computers more adaptable to 
varying situations. However, what makes computers truly powerful is their ability to repeat 
the same actions accurately and very quickly. Two algorithmic patterns emerge. The fi rst 
involves performing some action a specifi c, predetermined (known in advance) number of 
times. For example, to find the average of 142 test grades, you would repeat a set of 
statements exactly 142 times. To pay 89 employees, you would repeat a set of statements 89 
times. To produce grade reports for 32,675 students, you would repeat a set of statements 
32,675 times. (There is a pattern here.) 
 In each of these examples, a program requires that the exact number of repetitions be 
known beforehand. The number of times that the process should repeat must be established 
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before the loop begins to execute. This situation occurs often enough that Java has a statement 
for this:  

General Form: f or  statement 
for ( init-statement;  loop-test;  update-step)  {  
   repeated-part;  
}  

Example: 
for (int counter = 1; counter <= 5; counter++) { 
  System.out.print(counter + "-"); // Output: 1-2-3-4-5- 
}    

 

When a f or  loop is encountered, the init-statement is executed fi rst, and only once. The loop-
test evaluates to either t r ue or f al se before each execution of the repeated-part. The 
update-step executes after each iteration of the repeated part. This process continues until the 
loop test evaluates to false.  
 The following for statement shows the three main parts: the initialization (n = 5 and j  = 
1), the loop test, for determining when to stop (j <= n), and the update step (j  = j  + 1), which 
brings the loop one step closer to terminating. 

 
int n = 5;  // Predetermined number of iterations 
for(int j = 1; j <= n; j = j + 1) { 
  // Execute this block n times 
} 

 

In this example, j is fi rst assigned the value of 1. Next, j <= n (1 <= 5) evaluates to true 
and the block executes. When the statements inside the block are completed, j increments by 
1 (j = j + 1). These three components ensure that the block executes precisely n times. 

 
j = 1      // Initialize loop counter 
j <= n     // Loop test 
j = j + 1  // Update counter 

 

In this next example, the f or  loop prints all characters of a string on separate lines. 
 

String name = "John"; 
for (int index = 0; index < name.length(); index = index + 1) { 
  System.out.println(name.charAt(index)); 
} 
 
And here, a f or  loop is used to return n! (n factorial) where 0!  and 1! are both 1, 2! is 2*1, 3! 
is 3*2*1, and 5! is 5*4*3*2*1. 

 
import static org.junit.Assert.*; 
import org.junit.Test; 
public class FactorialTest { 
 
  @Test 
  public void testFactorial() { 
    assertEquals(1, factorial(0)); 
    assertEquals(1, factorial(1)); 
    assertEquals(2, factorial(2)); 
    assertEquals(6, factorial(3)); 
    assertEquals(120, factorial(5)); 
  } 
 
  public int factorial(int n) { 
    int result = 1; 
    for (int i = 2; i <= n; i = i + 1) 
      result = i * result; 
    return result; 
  } 
} 
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Other Increment and Assignment Operators 
Assignment operations alter computer memory even when the variable on the left of = is also 
involved in the expression to the right of =. For example, the variable i nt  j  is incremented 
by 1 with this assignment operation: 

 
j = j + 1; 

 

This type of updateÑ incrementing a variableÑ is performed so frequently that Java offers 
operators with the express purpose of doing just this. The ++ and - -  operators increment and 
decrement a variable by 1, respectively. For example, the expression j ++ adds 1 to the value 
of j , and the expression x- -  reduces x by 1. The ++ and - -  unary operators alter the numeric 
variable that they follow (see the table below). 

Statement State of j  

i nt  j  = 0;  0 

j ++;  1 

j ++;  2 

j - - ;  1 
 

So, within the context of the determinate loop, the update step can be written as j++ rather 
than j = j + 1. The following f or  loop 

 
for(int j = 1; j <= n; j = j + 1) { 
  // ... 
} 

 

may also be written with the ++ operator for equivalent behavior: 
 

for(int j = 1; j <= n; j++) { 
  // ... 
} 

 

These new assignment operators provide a convenient way to increment and decrement a 
counter in for loops. Most Java programmers use the ++ operator in this fashion. You will 
see it often. 
 Java has several assignment operators in addition to =. Two of them, += and -=, add and 
subtract value from the variable to the left, respectively. 

Operator Equivalent Meaning 
+= Increment variable on left by value on right. 
- = Decrement variable on left by value on right. 

These two new operators alter the numeric variable that they follow. 

Statement Value of j  

i nt  j  = 0;  0 

j  += 3;  3 

j  += 4;  7 

j  - = 2;  5 
 

Whereas the operators ++ and -- increment and decrement the variable by one, the operators 
+= and -= increment and decrement the variable by any amount. The += and -= operators can 
be used to increment or decrement loop control variables by values other than 1. In the next 
example, the loop control variable j increments by two at the end of each iteration. 

 
for(int j = 0; j <= 10; j += 2) {  // Count by twos 
  System.out.print(j + "  "); 
} 
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Output 
0  2  4  6  8  10 

The while Statement 

Although f or  loops can be used in many algorithms, they have a serious limitation. 
Somehow, you must determine the number of repetitions in advance. Quite often this is 
impossible, or at least very inconvenient or diffi cult. For example, an instructor may have a 
different number of tests to average as attendance varies between and during school terms. A 
company may not have a constant number of employees because of hires, fi res, lay-offs, 
transfers, and retirements. An event-driven program cannot predict how many actions the user 
will initiate. This situation occurs often enough that Java has a statement for it. 

General Form: whi l e statement 
while  ( loop-test) {  
    repeated-part 
}  

The loop-test is a bool ean expression that evaluates to either true or false. The repeated-part 
may be any Java statement, but it is usually a set of statements enclosed in { and }, a block. 
When a while loop executes, the loop test evaluates to either true or false. If true, the 
repeated part executes. This process continues while (as long as) the loop test is true.  

 
// Test a method that sums all of the integers in a string of integers. 
// This example uses the Scanner class constructed with a string that 
// will be scanned until there are no more integers to be processed. 
import java.util.Scanner; 
import static org.junit.Assert.*; 
import org.junit.Test; 
 
public class TestSumInScanner { 
 
  @Test 
  public void testSum() { 
    Scanner input = new Scanner("1 2 3"); 
    assertEquals(6, sum(input)); 
 
    input = new Scanner("-1 -2 -4"); 
    assertEquals(-7, sum(input)); 
 
    input = new Scanner("423"); 
    assertEquals(423, sum(input)); 
 
    input = new Scanner(""); 
    assertEquals(0, sum(input)); 
  } 
 
  public int sum(Scanner input) { 
    int result = 0; 
    while (input.hasNextInt()) { 
      result += input.nextInt(); 
    } 
    return result; 
  } 
} 

Infinite Loops 
It is possible that a loop may never execute, not even once. It is also possible that a while 
loop never terminates. Consider the following while loop that potentially continues to 



Objects, Control Structures, and Arrays   

 

47 

execute until external forces are applied (turning off the computer or a power outage, for 
example). This is potentially an infinite loop, something that is usually undesirable. 

 
  public int sum(Scanner input) { 
    int result = 0; 
    while (input.hasNextInt()) { 
      result += result; 
    } 
    return result; 
  } 

 

The loop repeats virtually forever (except during the call to assertEquals, when there are 
no numbers to process). The termination condition can never be reached since the nextInt 
message is not sent inside the loop (and thus, the whi l e loop cannot move past the fi rst digit 
of number in the scanner's stream of numbers). In general, a whi l e loop should have a 
statement that brings the loop one step closer to the termination condition, when the loop test 
evaluates to false. 

Self Check 
2-22 Write the output generated by the following f or  loops. 
 

-a  f or ( i nt  j  = 1;  j  < 5;  j  = j  + 1)  {  
     Sys t em. out . pr i nt ( j  + "  " ) ;  
   }  
 
-b   i nt  n = 5;  
   f or ( i nt  j  = 1;  j  <= n;  j ++)  {  
      Syst em. out . pr i nt ( j  + "  " ) ;  
   }  
 
-c   i nt  n = 3;  
   f or ( i nt  j  = - 3;  j  <= n;  j  += 2)  {    
     Sys t em. out . pr i nt ( j  + "  " ) ;  

   }  

-d   f or ( i nt  j  = 5;  j  >= 1;  j - - )  
     Sys t em. out . pr i nt ( j  + "  " ) ;  
 
 
-e    i nt  n = 0;  
   Sys t em. out . pr i nt ( " bef or e "  ) ;  
   f or ( i nt  j  = 1;  j  <= n;  j ++)  {  
     Sys t em. out . pr i nt ( j  + "  " ) ;  
   }  
   Sys t em. out . pr i nt ( "  af t er "  ) ;  
 
-f   i nt  n  = 0;   
       f or ( i nt  i  = 0;  i  < n;  i ++)  
     Sys t em. out . pr i nt ( j  + "  " ) ;  

 
 

2-23 Write a for loop that displays all of the integers from 10 down to 1. 
 
2-24 Write the output from the following Java program fragments: 

 

-a   i nt  l as t  = 10;  
   i nt  j  = 2;  
   whi l e( j  <= l ast )  {  
     Sys t em. out . pr i nt ( j  + "   " ) ;  
     j  += 2;  
   }  

 

-b   count er  = 10;  / /  Tr i cky!  
   whi l e( count er  >= 0) ;  {  
     Sys t em. out . pr i nt l n( count er ) ;  
     count er ++;  
   }  

 
2-25 Write the number of times ÒHelloÓ is printed. ÒZeroÓ and ÒInfiniteÓ are valid answers. 
 

-a   i nt  count er  = 1;  
   i nt  n = 20;  
   whi l e( count er  <= n)   {  
     Sys t em. out . pr i nt ( " Hel l o " ) ;  
     count er ++;  
   }  
 
-b i nt  count er  = 1;  
   i nt  n = 0;  
   whi l e( count er  <= n)  {  
     Sys t em. out . pr i nt ( " Hel l o " ) ;  
   } 

-c   i nt  n = 5;  
   i nt  j  = 1;  
   whi l e( j  <= n)  
    Syst em. out . pr i nt ( " Hel l o " ) ;  
    j ++;  
 
-d   i nt  j  = 1;  
   i nt  n = 5 ;  
   whi l e( j  <= 5)  {  
     Sys t em. out . pr i nt ( " Hel l o " ) ;  
     n++;  
   }  
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Use this code to answer the questions that follow. 

 
Scanner  keyboar d = new Scanner ( Sys t em. i n) ;  
i nt  hi ghes t  = - 999999999;  
i nt  l owest  = 999999999;  
i nt  n = 5;  
 
f or (  i nt  j  = 1;  j  <= n;  j ++)  {  
  cur r ent I nput  = keyboar d. next I nt ( ) ;  
  i f (  cur r ent I nput  > hi ghest  )  
    hi ghes t  = cur r ent I nput ;  
  el se i f ( cur r ent I nput  < l owes t )  
    l owest  = cur r ent I nput ;  
}  
 
r ange = hi ghes t  -  l owest ;  

 

2-26  Trace through the code above using these inputs: 
   - 5  8  22  - 7  15 
 Predict the value stored in r ange. Is it correct? 
 
2-27  Trace through the same code with these inputs: 
     5  4  3  2  1 
  Predict the value stored in r ange. Is it correct? 
 
2-28  Trace through the same code with these inputs: 
 1  2  3  4  5 
   Predict the value stored in r ange. Is it correct? 
 
2-29  When is r ange incorrectly computed? 

 -a When the input is entered in descending order. 
 -b When the input is entered in ascending order. 
 -c When the input is in neither ascending nor descending order. 

 
2-30  What must be done to correct the error? 

1-D Arrays 
Java arrays store collections of elements. One array allows a large number of elements to be 
conveniently maintained together under the same name. Individual array elements are 
accessed through an index. The fi rst array element is located at index 0, and the second is at 
index 1. An array can store a collection of primitive values or references to any object. Arrays 
are quite different than other objects because they have no methods.  
 The code below declares three different arrays named bal ance, f r i end, and 
t est Scor es. It also initializes all fi ve elements of these three arrays. The subscript 
operator [] provides access to individual array elements. Arrays are constructed using these 
two general forms: 
General Form Two ways to Construct and Initialize Array Objects 
type[]  array-name = new type [ capacity];  
type[]  array-name = { element0, element1, element2, É , elementn-1 };  

 

• type may be one of the primitive types or the name of any Java class or interface 
• array-name is any valid Java identifi er. With subscripts, the array name can refer to any 

and all elements in the array. 
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• capacity is an integer expression representing the maximum number of elements that can 
be stored in the array. The capacity is always available through a variable named length 
that is referenced as array-name. length. 

• Unless the second form is used, all elements are initialized to a default value; 0 for int, 
0.0 for double, and null for an array of object references. 

 

Examples: 
 
// Use an array initializer to construct an array reference by  
// friend that also initializes all elements at indexes 0, 1, 2, or 3. 
String[] friend = { "Jody", "Rachael", "Troy", "Neha" }; 
 
// Declare and initialize an array of double values 
double[] balance = new double[5]; 
balance[0] = 0.00; 
balance[1] = 111.11; 
balance[2] = 222.22; 
balance[3] = 333.33; 
balance[4] = 444.44; 
 
// Declare and initialize most array elements 
int[] testScores = new int[8]; 
testScores[0] = 90; 
testScores[1] = 78; 
testScores[2] = 89; 
testScores[3] = 57; 
testScores[4] = 100; // The final three elements are 0.0 

 

Arrays support random access. The individual array elements can be found through subscript 
notation. A subscript is an integer value between [  and ]  that represents the index of the 
element you want to access. The special symbols [  and ]  represent the mathematical 
subscript notation. So, instead of x0, x1, and xn-1, Java uses x[ 0] , x [ 1] , and x[ n- 1] . 

General Form: Accessing one array element 
array-name [ index]  / /  I ndex must  r ange f r om 0 t o capac i t y -  1 

The subscript range of a Java array is an integer value in the range of 0 through its capacity-1. 
The code in the sum method below sums all integers in the array referenced as numbers. 

 
// This example shows how to pass an array as an argument to a method 
// where all elements are accessed with indexes ranging from 0 up to,  
// but not including, the array's capacity, which is known as array.length   
import static org.junit.Assert.*; 
import org.junit.Test; 
 
public class TestSum { 
 
  @Test 
  public void testArrayWithForLoop() { 
    int[] numbers = { 5, 2, 3, 7, 1 }; 
    assertEquals(18, sum(numbers, numbers.length)); 
  } 
 
  public int sum(int[] array, int n) { 
    int sum = 0; 
    for (int index = 0; index < n; index++) { 
      sum += array[index]; 
    } 
    return sum; 
  } 
} 
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Out of Bounds Subscripts 
Java's runtime environment checks array indexes to ensure that they are within the proper 
range of 0 through capacity - 1. The following assignments for the array shown in the last 
example would  result in an exception being thrown.  

 

number s[ 5]  = 123;    / /  Thi s out - of - r ange i ndex woul d cause an except i on 
number s[ - 1]  = 123;   / /  So woul d t hi s 

 

The program terminates prematurely, usually with a message like the one shown below. (The 
output shows the out-of-range index, which is 5 here). 

 

j ava. l ang. Ar r ayI ndexOut Of Bounds except i on:  5 
 

This might seem to be a nuisance. But without range checking, such out-of-range indexes 
could destroy the state of other objects in memory and cause bugs that are diffi cult to detect. 
More dramatically, your computer could ÒhangÓ or Òcrash.Ó Even worse, with a workstation 
that runs all of the time, you could get an error that affects computer memory now, but wonÕt 
crash the system until weeks from now. However, in Java, you get the more acceptable 
occurrence of an Ar r ayI ndexOut Of Bounds exception, as shown above. 

Messages to Individual Array Elements 
The subscript notation is used to send messages to individual elements. The array name must 
be accompanied by an index to specify the particular array element to which the message is 
sent. 

General Form: Sending messages to individual array elements 
array-name [ index] . message-name(  arguments )  

The index distinguishes the specifi c object to which the message shall be sent. For example, 
the uppercase equivalent of the strings referenced by friend can be produced by the 
subscript notation before .toUpperCase: 

 
String[] friend = { "Jody", "Rachael", "Troy", "Neha" }; 
assertEquals("JODY", friend[0].toUpperCase()); 
assertEquals("NEHA", friend[3].toUpperCase()); 

 

The expression friend.toUpperCase() would be a syntax error because it attempts to find 
the uppercase version of the entire array, not one of its St r i ng elements. The t oUpper Case 
method is only defined for array objects of the type St r i ng, not for standard Java array 
objects. 

Self Check 
Use this initialization to answer the questions that follow: 

 
 int[] x = new int[100]; 

 

2-31 What is the value of x[99]? 

2-32 How many integers may be properly stored in x? 

2-33 Which integer is used as the index to access the fi rst element in x? 

2-34 Which integer is used as the index to access the last element in x? 

2-35 Write code that stores 1 into x[99], 2 into x[98], 3 into x[97], É,  99 into x[1],  
and 100 into x[0]. Use a for loop. 

2-36 Write code that displays all elements of x on separate lines. Use a for loop. 

2-37 What happens when this code executes: x[-1] = 100; 
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2-38 Write the output generated by the following code: 
 

int max = 10; 
int[] intArray = new int[max]; 
for(int j = 0; j < max; j++) 
  intArray[j] = j; 
int low = 0; 
int high = max - 1; 
while(low < high) { 
  System.out.println(intArray[low] + "  " + intArray[high]); 
  low++; 
  high--; 
} 
 

2-39 Write an assertion to test method public int sum(int[] a, int n) that 
returns the sum of all array elements indexed from 0 through n-1. 

 
 public class RangeTest { 
    
            @Test 
            public void testSum() { 
         int[] x = { 1, 2, 3, 4, 5, -4 }; 
     

2-40 Write method sum so the assertion in the previous question compiles and passes. 

2-D Arrays 
Data that conveniently presents itself in tabular format can be represented using an array with 
two subscripts, known as a two-dimensional array. Two-dimensional arrays are constructed 
with two pairs of square brackets (to indicate two subscripts representing the row and column 
of the element.) 

General Form: A two-dimensional array consruction (all elements set to default values) 
type[] []  array-name = new type [ row-capacity][ column-capacity];  
type[][]  array-name = {  { element[0][0], element[0][1], element[0][2], É } , 
                                            { element[1][0], element[1][1], element[1][2], É } , 
                                            { element[2][0], element[2][1], element[2][2], É }   }; 
           
• type may be one of the primitive types or the name of any Java class or interface 
• identifier is the name of the two-dimensional array 
• rows specifies the total number of rows 
• columns specifies the total number of columns 
 

Examples: 
 
  double[][] matrix = new double[4][8]; 
 
  // Construct with integer expressions 
  int rows = 5; 
  int columns = 10; 
  String[][] name = new String[rows][columns]; 
 
  // Use an array initializer that initializes all elements 
  int[][] t = { { 1, 2, 3 },   // First row of 3 integers 
                { 4, 5, 6 },   // Row index 1 with 3 columns 
                { 7, 8, 9 } }; // Row index 2 with 3 columns 
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Referencing Individual Items with Two Subscripts 
A reference to an individual element of a two-dimensional array requires two subscripts. By 
convention, programmers use the fi rst subscript for the rows, and the second for the columns. 
Each subscript must be bracketed individually. 

General Form: Accessing individual two-dimensional array elements 
two-dimensional-array-name[ rows] [ columns]  

!  rows is an integer value in the range of 0 through the number of rows - 1 
!  columns is an integer value in the range of 0 through the number of columns - 1 

Examples: 
String[][] name = new String[5][10]; 
name[0][0] = "Upper Left"; 
name[4][9] = "Lower Right"; 
 
assertEquals("Upper Left", name[0][0]); 
 
// name.length is the number of rows,  
// name[0].length is the number of columns 
assertEquals("Lower Right", name[name.length-1][name[0].length-1]); 

Nested Looping with Two-Dimensional Arrays 
Nested looping is commonly used to process the elements of two-dimensional arrays. This 
initialization allocates enough memory to store 40 floating-point numbersÑ a two-
dimensional array with fi ve rows and eight columns. Java sets all values to 0.0. 

 
int ROWS = 5; 
int COLUMNS = 8; 
double[][] table = new double[ROWS][COLUMNS];  // 40 elements set to 0.0 

 

These nested f or  loops initialize all 40 elements to - 1. 0. (Java had already initialized all 
elements to 0.0 when they were constructed with new.) 

 
// Initialize all elements to -1.0 
for (int row = 0; row < ROWS; row++) { 
  for (int col = 0; col < COLUMNS; col++) { 
    table[row][col] = -1.0; 
  } 
} 

Self-Check 
Use this construction of a 2-D array object to answer questions 2-41 through 2-49: 

 
 int[][] a = new int[3][4]; 

 

2-41 What is the value of a[1][2]? 

2-42 Does Java check the range of the subscripts when referencing the elements of a? 

2-43 How many ints are properly stored by a? 

2-44 What is the row (fi rst) subscript range for a? 

2-45 What is the column (second) subscript range for a? 

2-46 Write code to initialize all of the elements of a to 999. 

2-47 Declare a two-dimensional array named sales such that 120 floating-point numbers 
are stored in 10 rows. 

2-48 Declare a two-dimensional array named sales2 such that 120 floating-point 
numbers can be stored in 10 columns. 


