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C Dynamic Memory Allocation

Reading: C Programming: A Modern Approach, Chapter 17 (both editions)

Memory Allocation Basics:

¥ Allocated storage is memory whose lifetime is under the control of the programmer.

¥ Compare with static storage (used with globally defined variables).

¥ Compare with automatic storage (used with variables defined within a function).

¥ When allocated memory is no longer needed, it is released by calling a library routine.

¥ malloc() is used to request a block of allocated storage, also called “(dynamically) allocated memory”.

¥ Benefit: Program can request a specific amount of memory and retain that memory exactly as long as needed.

¥ The prototype for malloc() is found (directly or indirectly) in stdlib.h (which is located where?)

void *malloc( size_t size );

¥ size_t is used instead of int to allow for larger sizes than an int might contain.

¥ For our purposes, int is fine (and will be used in the rest of these slides).

¥ What is void * ?

¥ A pointer type that can be assigned to any pointer type.
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Memory Allocation Basics (continued):

¥ Here is code that requests a block of allocated memory that is large enough for 100 int values:

int *int_ptr;

int_ptr = malloc( 100 * sizeof(int) );

if ( int_ptr == NULL ) {

   fprintf(stderr, "main: malloc of space for int_ptr failed\n");

   exit(1);

}

¥ The block of allocated memory can be treated like an array by subscripting int_ptr:

int i;

for ( i = 0; i < 100; i++)

   int_ptr[i] = i * 2;

¥ Can also use pointer arithmetic to accomplish the same thing:

int i;

for ( i = 0; i < 100; i++)

   *(int_ptr + i) = i * 2;
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No cast is required here.

Why is a cast not required?

Always check the return value from calls to malloc.

(We will look for this in your programs.)
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Memory Allocation Basics (continued):

¥ What is wrong with this?

   int i, *int_ptr;

   int_ptr = malloc( 100 * sizeof(int) );

   if ( int_ptr == NULL ) {

      fprintf(stderr, "malloc of int_ptr failed\n");

      exit(1);

   }

   for ( i = 0; i < sizeof(int_ptr); i++ )

      int_ptr[i] = i * 3;

¥ What is wrong with this?

   int i, *int_ptr;

   int_ptr = malloc( 100 * sizeof(int_ptr) );

   if ( int_ptr == NULL ) {

      fprintf(stderr, "malloc of int_ptr failed\n");

      exit(1);

   }

   for ( i = 0; i < 100; i++ )

      int_ptr[i] = i * 3;
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Memory Allocation Basics (continued):

¥ No checks are done to detect usage of memory outside the bounds of an allocated block.  The following lines 

will execute, but will likely cause a problem at some later point in the code:

int_ptr[-1] = 100;         int_ptr[100] = 200;

*(int_ptr - 1) = 100;      *(int_ptr + 100) = 200;
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Memory Allocation Basics (continued):

¥ Functions often return a pointer to storage that has been allocated within the function:
char *

replicate(int num, char ch)

{

   char *buf_ptr;

   char *ptr;

   buf_ptr = malloc( (num + 1) * sizeof(char) );

   if (buf_ptr == NULL ) {

      fprintf(stderr, "...");

      exit(1);

   }

   ptr = buf_ptr;

   while ( num-- )

      *ptr++ = ch;

   *ptr = '\0';

   return buf_ptr;

} /* replicate */

¥ Usage:

char *As = replicate(5, 'A');

char *dots = replicate(3, '.');

printf("%s%s%s\n", As, dots, As);

printf("%s%s%s\n", replicate(5, 'B'),

        replicate(3, ';'), As);
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Note the malloc call:

   The +1 is needed to allow for the terminating nul character

         at the end of the string.

   By definition, sizeof(char) is 1, but using sizeof introduces

         a type into the result that improves portability.

¥ Prints:
AAAAA...AAAAA

BBBBB;;;AAAAA

¥ See replicate1.c in the Cexamples directory.
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Memory Allocation Basics (continued):

¥ Java supports garbage collection: the automatic (and hidden) process of collecting allocated memory that is no 

longer in use and making it available for later use.

¥ This will run forever in Java:

for (;;) {

   int a[] = new int[100];

   for (int i = 0; i < 100; i++)

      a[i] = i * 3;

   }
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Memory Allocation Basics (continued):

¥ In C, allocated memory must be explicitly released via the free() function.

¥ This will run forever in C:

int i, *ptr;

for (;;) {

   ptr = malloc(100 * sizeof(int) );

   if ( ptr == NULL ) {

      fprintf(stderr, "...");

      exit(1);

   }

   for (i = 0; i < 100; i++)

      ptr[i] = i * 3;

   free(ptr);

}

• If the call to free() is removed, the C program will exhaust memory.

• The if statement asking if ptr is NULL will become true!

• It can take a long time before this happens (virtual memory!)

• It can cause your system to hang (virtual memory “thrashing”).
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Note: The C code will execute faster than the Java code!

(And, not just because Java has to run on top of the JVM.)
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Memory Allocation Basics (continued):

¥ At first glance, it seems simple:

¥ If memory is allocated, it must be freed.

¥ However, there are several facets to consider:

¥ If memory is allocated it must be freed.

¥ Do not use memory after it is freed.

¥ Corollary: Do not free memory that will be used later.

¥ Do not free a block of memory more than once.

¥ Do not free memory that was not allocated.

¥ And of course:

¥ Do not use memory outside the bounds of an allocated block.

¥ A sad fact:

¥ It is very difÞcult to avoid memory management errors in large C projects.

8



CSc 352 — Systems Programming and UNIX Dynamic Memory

Memory Allocation Basics (continued):

¥ Common type of memory management error: memory leak.

¥ Occurs when memory is no longer needed but is not freed.

¥ Here is an obvious memory leak:

int *int_ptr;

for (;;) {

   int_ptr = malloc(100 * sizeof(int) );

   if ( int_ptr == NULL ) {

      fprintf(stderr, "...");

      exit(1);

   }

}

¥ Here is a less obvious leak (see also Slide #5):

   for ( i = 1; i <= 20; i++)

      printf("%s\n", replicate(i, 'A') );

¥ How could this be fixed?
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Memory Allocation Basics (continued):

¥ As a rule, the bigger and/or more frequent the leak, the easier it is to find.

¥ A memory leak should never directly cause a program malfunction.

¥ But, a malfunction will often result if memory is exhausted.

¥ Here’s a coding practice that works in some cases:

¥ When you write a call to malloc(), immediately write the corresponding call to free().

¥ When a function returns a pointer to allocated memory, the usual practice is to put the pointer returned into a 

variable, use the memory, then free it using the pointer:

for ( i = 1; i < 20; i++ ) {

   char *ch_ptr;

   ch_ptr = replicate(i, 'A');

   printf("%s\n", ch_ptr);

   free(ch_ptr);

}
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Memory Allocation Basics (continued):

¥ A common error is to free the memory, then use it:

for ( i = 1; i < 20; i++ ) {

   char *ch_ptr;

   ch_ptr = replicate(i, 'A');

   printf("1. %s\n", ch_ptr);

   free(ch_ptr);

   printf("2. %s\n", ch_ptr);

}

¥ This is called “used after freed”.

¥ This code will run on many systems — Fedora on lectura and OS X (Leopard), for example.

¥ What does it print?  (see replicate2.c)

¥ The answer is different on lectura vs. OS X.

¥ Does free() change the contents of memory? (Should it do so?)

¥ The standard for C does not guarantee the behavior!

¥ This code is certain to fail on some systems.
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Memory Allocation Basics (continued):

¥ Another common memory management error:

¥ Free a block of memory twice

¥ Typically caused by confusion over which function is responsible for deallocation:

void f()

{

   char *ch_ptr = replicate(10, 'x');

   g(ch_ptr);

   free(ch_ptr);

} /* f */

void g(char *ptr_ch)

{

   printf("f(%s)\n", ptr_ch);

   free(ptr_ch);

} /* g */

¥ Known as: “double free” or “multiple free”.

¥ This will run on Solaris 8. It runs on Fedora and OS X, but halts on the second free..

¥ The “fix” can lead to a leak: The authors of both functions remove the call to free().
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Linked List Implementation :

¥ Assume the following generic struct for the linked list:

struct element_struct {

   /* put here whatever fields are needed for the element */

};

struct node_struct {

   struct element_struct element;

   struct node_struct *next_ptr;

};

¥ Create an empty list that contains one node:

struct node_struct *l_ptr;

l_ptr = (struct node_struct *) malloc ( sizeof( struct node_struct) );

if ( l_ptr == NULL ) {

   fprintf(stderr, ...)

}

l_ptr->next_ptr = NULL;

¥ The element field of l_ptr can be left alone, or you can put appropriate “empty” values in.

¥ Having this “empty” element at the end of the list avoids several special case situations.

¥ At the (hopefully small) memory cost of an extra node.
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l_ptr

CSc 352 — Systems Programming and UNIX Dynamic Memory

Linked List Implementation (continued):

¥ The idea is to support insert and delete without having to actually shift elements (as is necessary in an array).

¥ Finding something in the linked list:

struct node_struct *

find( struct element_struct x, struct node_struct *l_ptr )

{

   struct node_struct *current_ptr;

   current_ptr = l_ptr;

   while ( current_ptr->next_ptr != NULL && 

           current_ptr->element != x )

      current_ptr = current_ptr->next_ptr;

   return current_ptr;

} /* find */
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Notes:

   Takes advantage of short-circuit evaluation.

   Replace with the correct comparison for element_struct.

      Might be a function call, i.e., strcmp.

l_ptr

current_ptr
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Linked List Implementation (continued):

¥ What does find return when the element is in the list multiple times?

struct node_struct *locate_ptr;

locate_ptr = find( <struct containing 7>, l_ptr);

struct node_struct *

find( struct element_struct x, struct node_struct *l_ptr )

{

   struct node_struct *current_ptr;

   current_ptr = l_ptr;

   while ( current_ptr->next_ptr != NULL && 

           current_ptr->element < x )

      current_ptr = current_ptr->next_ptr;

   return current_ptr;

} /* find */
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5 7 7 9 13 ?
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Linked List Implementation (continued):

¥ What does find return when the element is not in the list?

struct node_struct *locate_ptr;

locate_ptr = find( <struct containing 10>, l_ptr);

locate_ptr = find( <struct containing 15>, l_ptr);

struct node_struct *

find( struct element_struct x, struct node_struct *l_ptr )

{

   struct node_struct *current_ptr;

   current_ptr = l_ptr;

   while ( current_ptr->next_ptr != NULL && 

           current_ptr->element < x )

      current_ptr = current_ptr->next_ptr;

   return current_ptr;

} /* find */
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5 7 7 9 13 ?

5 7 7 9 13 ?
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Linked List Implementation (continued):

¥ Assume we want to insert a new element in the list, and that the list is ordered.

¥ The find function on the previous slides will return a pointer that is after the desired location.

5 7 7 9

8

if want to insert as:
current_ptr

13 ?

5 7 7 9

8

find returns

13 ?
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This requires a pointer to the 

previous element!

How can we get a pointer to the 

previous element?
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Linked List Implementation (continued):

¥ The technique: “insert after”.

¥ Does not require a pointer to the previous element.

struct node_struct *tmp_ptr;

/* allocate space for the new node */

tmp_ptr = malloc(...);  // and check if tmp_ptr is NULL

tmp_ptr->element = current_ptr->element;

tmp_ptr->next_ptr = current_ptr->next_ptr;

current_ptr->element = x; /* put new item in current_ptr’s element */

current_ptr->next_ptr = tmp_ptr;

7 9 13

current_ptr

tmp_ptr 9

8 ?

18

• Check the special cases:

• Does this work if the new element goes 

at the front of the list?

• Does this work if the new element goes 

after the end of the list?
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Linked List Implementation (continued):

¥ How to delete an element.

¥ Basic idea:

¥ But, a find function will return a pointer to the element being deleted.

¥ The above picture implies that we need a pointer to the previous element as well.

delete

l
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Linked List Implementation (continued):

¥ How to delete an element; the technique that is analogous to adding an element.

¥ current_ptr is the element we want to delete (perhaps after a call to find).

¥ tmp_ptr is the element that comes after the element to be deleted.
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14 19 21 27

current_ptr tmp_ptr

14 19 21 27

current_ptr tmp_ptr
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struct element_struct *tmp_ptr;

tmp_ptr = current_ptr->next_ptr;

current_ptr->element = tmp_ptr->element;

current_ptr->next_ptr = tmp_ptr->next_ptr;

free(tmp_ptr); /* Do NOT forget this! */

Check the special cases:

   Does this work if the element to delete is

         at the front of the list?

   Does this work if the element to delete is

         the last element?
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List of lists:

¥ A linked-list can have contents that, in part, consist of other linked lists:

¥ Each list can end with an empty node (as per previous discussion).

¥ Can also have each list start with an empty header node.

¥ Structures used to create each type of node can be (and often are) different.
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list


