Introduction to 422

Reading Sections 1.1 - 1.3 for today; Sections 1.4 - 1.6, 1.9, 2.2 for next time.

e Sequential Program ¥ Concurrent Program
e Sequence of actions that produce a result. ¥ Two or more processes that work together.
e Statements + variables. ¥ Usually non-deterministic.
e Usually deterministic. ¥ Communication.
e Called gprocess, task, or thread. ¥ Shared variables.
® Process vs. thread: specibcation vs. execution. ¥ Messages.
e Procedure vs. call analogy. ¥ Synchronization.
¥ Exclusion.
¥ Conditions.

e Why Concurrent Programming?
e Good way to organize many software systems.

® Only way to make use of multiple processors.
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Hardware(continued):
e Shared memory N Shared variables:
e Cache consistency:

® Two processors access (read) memory at about the same time N their caches have the same va
processor then writes the memory N the other processorOs cache is now wrong!

e Memory consistency:
e Sequential consistenggtrongest) N every processor OseesO memory updates in the same order.

® Processor consistenéywrites by a processor occur in the order issued by the processor. No guar
about interleaving order of writes from different processors.

® Release consisten¢weakest) N Primary memory is updated at programmer-specibed synchroniz
points only.
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Hardware (Section 1.2):

o Shared memory N Shared variables:
e Uniprocessor.
e Multiprocessor N SMP:
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Interconnection network ‘ ‘ Interconnection network

e UMA N Uniform Memory Access times.

e NUMA N Non-Uniform Memory Access times.
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Hardware(continued):
o Distributed memory N message passing.
o Multicomputer N tightly coupled.

o Network computer / compute cluster N loosely coupled.

‘ Interconnection network ‘

[Memory  [Memory \Mer‘nory \Mer‘nory
Leve Level 2 Level 2 Level 2
Cache Ca‘che Ca‘che Ca‘che

PU + CPU + PU+ CPU +

Level 1 Level 1 Level 1 Level 1

Cache Cache Cache Cache
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Applications and Programming Styles(Section 1.3):
e Multithreaded:
e Whatis it?

e More than 1 thread, usually more threads than processors.

e Usually interleaved on CPU(s).
e Why use it?

e Distinct tasks.

e 0OS N timesharing the CPU among many threads.

e PC N windowing systems.

® Web browser N applets, images.

e Command languages N Unix pipes.

e Servers (ble, web, database) N multiple clients.
e Styles:

e Eventdriven N i.e., mouse clicks.

e Producer / consumer N i.e., pipe.
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Applications and Programming Stylgsontinued):
e Distributed:
e Whatis it?
e Distributed processors and/or data.
e Why use it?
e Off-load work N i.e., Ple servers.
e Remote data N i.e., Internet, remote sensing.
e Scalable parallel computing.
e Styles:
e Client/server.

® [nteracting Peers.
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¥ Course Content:

¥ These applications and styles.

¥ Programming:
¥ Principles.
¥ Techniques.
¥ Tools.

¥ (Some implementation.)
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Applications and Programming Stylgsontinued):
e Parallel
e Whatis it?
® 1 process per processor.
e More than 1 processor.
e Why use it?
e Speed N solve a problem faster, or solve a larger problem in the same time (or both).
e Scientibc computations N weather forecasting, molecular dynamics.
e Databases.
e Search engines.
e Large combinatorial or optimization problems N human genome, games.
e Styles:
o |terative N loops.

e Recursive N function calls.
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Application Examples:

e Reading: Sections 1.4 - 1.6, 1.9, 2.2 for today; Sections 2.1 - 2.5 for next class.
e Paradigms for concurrent programming:

® |[terative parallelism.

e Recursive parallelism.

e Task parallelism (Producers and consumers).

e Clients and servers.

e Interacting peers.
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Application Examplegcontinued):

e Reading: Sections 1.4 - 1.6, 1.9, 2.2 for today; Sections 2.1 - 2.5 for next class.

e lterative ParallelismMatrix Multiplication (Section 1.4):

J

e Usingnxn matrices:

e |[nitialize a andb.
e Computen2 inner products:
cli,j1= 'gla[i,k]" blk,j]
e Basic idea: k=0
for[row=0ton-1]{
for[col=0ton-1]{

compute innerProduct(row, col);
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¥ What can be parallelized?
¥ Choices, choices, E

¥ Rows, columns, strips, individual
elements of c.

¥ General requirement:
¥ Independencalisjoint read/write sets!
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Application Examplegcontinued):

e |terative Parallelism: Matrix multiplication (continued):

e Specifying concurrency:
* co statement:
co[i=1ton]{body}

® Meaning: do the body in parallel for each value .of

e Equivalent syntax:

co body (1)

/' body (2)

Il body (3)

/I # continue for each value of i
/I body (n)

oc

® |n terms of operating system process creation constructs, this is equivalent to:

for[i=1ton]
fork body (i)

for[i=1ton]
join()
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Application Examplegcontinued):

e |terative Parallelism: Matrix multiplication (continued):

e Applied to matrix multiplication, we can have one process per row or one process per column:

# do rows in parallel
co[row=0ton-1]{
for[col=0ton-1]{
c[row, col] = 0.0;
for[k=0ton-1]
c[row, col] = c[row, col] +
afrow, K] * b[k, col];
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# do columns in parallel
co[col=0ton-1]{
for[row=0ton-1]{
c[row, col] = 0.0;
for[k=0ton-1]
c[row, col] = c[row, col] +
afrow, K] * b[k, col];
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Application Examplegcontinued):

e |terative Parallelism: Matrix multiplication (continued):

e Can have one process per element of the answer matrix.

® We have choices about how to create the needed processes:

# all rows and all columns
co[row=0ton-1,col=0ton-1]{
c[row, col] = 0.0;
for[k=0ton-1]
c[row, col] = c[row, col] +
afrow, K] * b[k, col];
}
}

# rows in parallel
# then columns in parallel
co[row=0ton-1]{
co[col=0ton-1]{
c[row, col] = 0.0;
for[k=0ton-1]
c[row, col] = c[row, col] +
afrow, K] * bk, col];
}
}
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Application Examplegcontinued):
e |terative Parallelism: Matrix multiplication (continued):
® Process declaration:
process[i=1ton]
e Causes forks N creates processes.
e Parent process continues on, no join action. l.e.,

for[i=1ton]
fork body(i)

original process continues execution here without waiting (no joinOs)E
e For example, a process for each row:
processrow [i=0ton-1]{
for[j=0ton-1]{
cfi, j]=0.0;
for[k=0ton-1]
cfi, i1 =cfi, ] +afi, k] * blk, J;
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f(X
Application Examplegcontinued):
e Recursive ParallelisnQuadrature Problem (Section 1.5):

® Approximate the ared: f (x)dx ya

a
® |terative approach:

e Divide into S strips.

e Calculate the area of each strip and add.

® Need lots of strips for accuracy. a b

e Worse: need more strips where the function changes rapidly.

e |f P processors, then have each calculate a strip of S/P trape

® Need to add after computation of areas (for the P processes).

# iterative, one process
double fleft = f(a), fright, area = 0.0;
double width = (b - a) / INTERVALS; /
for [ x = (a + width) to b by width ] {
fright = f(x);
area = area + (fleft + fright) * width / 2;
fleft = fright;
}

a b
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Application Examplegcontinued):
e lterative Parallelism: Matrix multiplication (continued):
e |f the number of processorsléss tharthe number of rows:
# divide the work into "strips", one strip per processor
process worker [w=1to P]{ # P is the number of processors available
int first = (w-1) * n/P; # first row of strip
int last = first + n/P - 1;  # last row of strip
for [ row = first to last ] {
for[col=0ton-1]{
c[row, col] = 0.0;
for[k=0ton-1]

c[row, col] = c[row, col] + a[row, k] * b[k, col];
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Application Examplegcontinued):
e Recursive Parallelism: Quadrature Problem (continued):
e Recursive approach N divide and conquer:
e Computeareal =atob, using a trapezoid.
o Computearea2 = (ato M) + (Mto b)

® |f areal is close to area2 , then stop.

e Else, recurse

e Parallel recursion:
double quad(double left, right, fleft, fright, Irarea) {
double mid = (left + right) / 2;
double fmid = f(mid);
double larea = (fleft + fmid) * (mid - left) / 2;
double rarea = (fmid + fright) * (right - mid) / 2;
if (abs((larea + rarea) = Irarea) > EPSILON ) {
# RECURSE TO INTEGRATE BOTH HALVES
co larea = quad( left, mid, fleft, fmid, larea );
/l rarea = quad( mid, right, fmid, fright, rarea);
oc
}
}
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Application Examplegcontinued):
e Recursive Parallelism: Quadrature Problem (continued):
e Combinations:
® P strips, one per processor.
e For each strip, use recursion (without thestatement shown on the previous slide).
e Parallel recursive, using threads:
e Assume more threads than P.
e But, not too many more. Something on the order of 2 or 3 times P.

e \What to do when there are no more threads available?
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Application Examplegcontinued):
e Task Parallelism (continued):
e Example: Finding patterns in Ples (see Section 2.2)
a.out pattern filename
e Find all instances qfattern  in filename and write those lines to stdout.

® Sequential algorithm:
read a line
while (not EOF ) {
check for pattern and write line if pattern found
read the next line

}
e What can be parallelized?
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Application Examplegcontinued):

e Task Parallelisn{Sections 1.6, 2.2):
® Processes do separate tasks.
e Operating System, windows, producer / consumer problems.
e Example: Producer / consumer:

® Unix Pipes

ps -efa | egrep patrick | more
write [pipe’s| read write [pipe’s] read
ps -efa pipe s grep patric ghpf?; @
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Application Examplegcontinued):
e Task Parallelism (continued):

e Double buffering:
# "co inside while"
declare two buffers e Take turns is more efbcient, since the two processes are
while (not EOF ) { only created once.

co find in one buffer

e But, take turns requires synchronization between the two
/I read into other buffer

processes:
oc - .
switch buffers o DonOt want the read to get more than one line ahead o
} the bnd.
o Take turns: o I_Don_Ot want the Pnd to start processing a line while the
#while insi . line is still being read.
‘while inside co’

declare two buffers

co read process loops until EOF

1l find process loops until no more data from read
oc
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Application Examplegcontinued):
e Clients and Servergile Systems (Section 1.7):
e Client makes a request and waits for the reply.

e Server waits for a request, then OanswersO by sending the reply.

e Examples:
e Network Ple server. (NetApp appliances in the CS department.)
e \Web Server.

e Servers can talk to other servers:
® File servers sharing pbles.

e Servers sharing a common data base.
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Application Examplegcontinued):
e Peers: Distributed Matrix Multiplication (continued):
e Coordinator process: Sends work assignment to each worker process; collects the results.
process coordinator {

double a[n,n]; # source matrix a
double b[n,n]; # source matrix b
double c[n,n]; # result matrix ¢

initialize a andb;

for[i=0ton-1] {
send rowi of a toworker[i];
send all of b to workerf[i];

}

for [i=0ton-1]
receive rowi of ¢ from worker(i];
print matrix c;

}
e Can have fewer worker processes than number of rows:
e Can send a set of rows to each worker, or

e Can send multiple jobs, each consisting of one row, to the workers.
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Application Examplegcontinued):
e PeersDistributed Matrix Multiplication (Section 1.8):

e Collection of processes. Each is assigned a portion of the work:

process worker[i = 0 to n-1] {

double a[n]; # row i of matrix a
double b[n,n]; # all of matrix b
double c[n]; # row i of matrix ¢

receive initial values for vectos;
receive initial values for matrixb;
for [j=0to n-1] {

c[j] = 0.0;

for [k =0to n-1]
cfi] = cfi] + alk] * blk,jJ;

send result vectoc  to the coordinator process
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