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Processes and Synchronization
Reading: Sections 2.1 - 2.5 for today.
Reading: Pthreads (4.6, 5.5) and MPD (Section 1.9 + web site: www.cs.arizona.edu/mpd) for next time.

¥ To parallelize a program, there must be independent parts. Formally (see 2.1, page 45):

¥ Independence of Parallel Processes:

Let the read set of a part of a program be the variables it reads but does not alter. Let the write set of a part of 
a program be the variables it writes into (and possibly also reads). Two parts of a program are independent if 
the write set of each part is disjoint from both the read and write sets of the other part.

¥ Examples:

¥ Matrix multiplication: Arrays A and B are read, but not written. The answers in C are written. If we have 
each part working on its own section of C, then the parts are all independent.

¥ Quadrature: Each part computes the area of an independent section of the overall area.

¥ It is necessary to add up the parts. The summation has to be done after all the parts have Þnished 
computing their areas.

CSc 422 Ñ Parallel and Distributed Computing 2 Ñ Processes & Synchronization

Find Problem (egrep) (Section 2.2):

¥ Sequential:
   read line
   while ( not EOF ) {
      find pattern & print   # FIND
      read line              # READ
   }

¥ Parallel

¥ Òco  inside while Ó
   read line[0]
   next = 1
   while ( not EOF ) {
      co read into line[next]   # READ
      // look in line[1-next]   # FIND
      oc
      next = 1 - next
   }

¥ Dynamic fork/join on every iteration.
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Find Problem (continued):

¥ Parallel Ñ Òwhile  inside coÓ

¥ Both READ and FIND are loops.

¥ Static Ñ fork each process once.

¥ But, need to synchronize the two processes as 
we go!

¥ 3 lines, 1 shared buffer:

# Figure 2.1, page 48
string buffer; # contains 1 input line
co # process 1: FIND patterns
   string line1;
   while ( true ) {
      wait for full buffer or done;
      if ( done ) break;
      line1 = buffer;
      signal that buffer is empty;
      look for pattern in line1;
      if ( pattern is in line1 )
         write line1;
      }
// # process 2: READ new lines
   string line2;
   while ( true ) {
      read next input line into line2;
      if ( EOF ) {
         done = true;
         break;
      }
      wait for buffer to be empty;
      buffer = line2;
      signal that buffer is full;
   }
oc;
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Find Problem (continued):

¥ Two lines, both shared:

¥ What can happen concurrently?

¥ Each process uses different buffers.

¥ What are the synchronization requirements? (What cannot happen above?)

¥ Need alternate access to each buffer; canÕt have both processes accessing the same buffer simultaneously.

¥ How can we program this?

# READ Process

while ( not done ) {

   < await count < 2 >

   read buf[readNext];

   < count++ >

   readNext = ( readNext + 1 ) % 2;

}

¥ Note: count  is a shared variable; readNext  and findNext  are local variables.

4

shared buffers

READ FIND

1 2

43

# FIND Process

while ( not done ) {

   < await count > 0 >

   find pattern in buf[findNext];

   < count-- >

   findNext = ( findNext + 1 ) % 2;

}
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Synchronization:

¥ When two parts of a program need access to the same read/write data section:

¥ Mutual exclusion Ñ atomic actions.

¥ One part has exclusive access. Other part(s) must wait their turn.

¥ Conditional synchronization Ñ delay until the condition is met.

¥ Used both techniques in the Find example.

¥ Notation:

¥ Use < É >  to indicate an atomic action.

< c[i, j] = c[i, j] + sum; >

¥ When a part executes this atomic action, no other part may read or write c[i, j]  or sum.

¥ Can include a condition. The condition is executed with exclusive access, and the action is then carried out 
only if the condition is true:

< if ( a[i] > m )

   m = a[i]; >

¥ Can block the caller until a speciÞed condition becomes true. Two forms:

< await(condition) >

< await(condition)  action >
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Synchronization (continued):

¥ Basic Concepts:

¥ State Ñ values of all the variables at a point in time.

¥ Atomic Action Ñ indivisible state change.

¥ Hardware Ñ load, store, move, add, etc. Anything that can be done in a single machine instruction.

¥ Software Ñ critical sections; a section of code that at most one process can execute at a time.

¥ History Ñ trace of one execution; an interleaving of atomic actions from the processes.

¥ Number of histories Ñ an enumeration of all possible interleavings of the atomic actions.

¥ For n processes and m actions per process: number of histories = 
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Synchronization (continued):

¥ Example:
   int x = 0, y = 0, z = 0;

   co  x = 1; z = x + y;

   //  y = 2; z = x - y;

   oc

¥ What are the Þnal values of x, y, and z?

¥ x = 1  and y = 2 .

¥ z depends on the execution order. Possibilities are: 1, 3, -2 , or -1 .

¥ If only loads and stores are atomic (reads & writes):

¥ If assignment statements are also atomic:
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Synchronization (continued):

¥ Roles of synchronization:

¥ Hide states:

¥ States within an atomic action are hidden from the outside.

¥ Only the atomic action as a whole can cause interference.

¥ Delay execution:
   < await( condition ) action >

¥ The action is delayed until the condition becomes true.
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Synchronization (continued):

¥ Problem: Find the maximum value in an array 
(Section 2.3)

1. Sequential loop solution:
m = a[0];

for [ i = 1 to n-1 ]

   if ( a[i] > m )

      m = a[i];

2. Using co :
m = a[0];

co [ i = 1 to n-1 ]

   if ( a[i] > m )

      m = a[i];

Does not work, why?

3. Using an atomic body:
m = a[0];

co [ i = 1 to n-1 ]

   < if ( a[i] > m )

      m = a[i] >;

Does this work? Why? Why not?

4. Check, then Check again!
m = a[0];

co [ i = 1 to n-1 ]

   if ( a[i] > m )

      < if ( a[i] > m )

         m = a[i]; >
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Processes and Threads:

¥ A process uses three areas of memory: code, data (globals + heap), stack:

¥ Code size is determined by the compiler.

¥ Space needed for globals is determined by the compiler.

¥ Heap and stack grow and shrink during execution.

¥ The OS handles assignment of the three memory segments to each process.
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Processes and Threads (continued):

¥ If multiple processes are using the same code, the OS sets the code area as shared:

¥ Think of multiple uses of: gcc, javac, java, vi, Firefox, etc.

¥ The OS sets up the code segment, marks it as read-only, and gives each process a pointer to the code 
segment.

¥ The OS assigns a data segment and a stack segment to each process.
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Processes and Threads (continued):

¥ If several processes wish to share a data area:

¥ Process A is created. Process A uses shm_open to create one (or more) shared memory areas.

¥ Process A does one or more forks to create additional processes.

¥ All the processes have access to the shared memory area(s).

¥ See also: shm_open, shm_unlink , shmat , shmdt , shmctl , shmget .

¥ Try: man -k shm  on Fedora or OS X.

¥ Each process still has its own private data and stack areas.
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Processes and Threads (continued):

¥ Threads reduce the overhead of creating a shared memory region by having only one process.

¥ Code can still be shared by multiple processes.

¥ There is one data segment (globals + heap) that is directly accessible by all threads.

¥ The stack memory assigned to the process by the O.S. is shared among the threads.

¥ The ulimit command can be used to increase total stack space.

¥ Thread scheduling:

¥ Can be done by the O.S.

¥ This is the easiest approach.

¥ Can be done by the process.

¥ Note:

¥ The memory diagrams used here are simpliÞed.

¥ Virtual memory is an integral part.

¥ The O.S. class (CSc 452) covers virtual memory in detail.
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¥ Reading: Section 1.9; MPD web site: www.cs.arizona.edu/mpd, the Òmpd GuideÓ link on the class web page.

¥ Section 2.4 - 2.8, 4.6 for next time.

¥ Writing Concurrent Programs. Can be features built into the language, or can be provided by a library.

¥ Brief history:

¥ Each is unique, but they have a common structure;
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MPD Language:

¥ SR language Ñ Synchronizing Resources: developed during the 1980Õs.

¥ http://www.cs.arizona.edu/sr

¥ MPD Ñ Multithreaded, Parallel and Distributed.

¥ Developed from the pseudo-code syntax used in the examples in the textbook.

¥ The language is a new front-end.

¥ Uses the same runtime system (rts) as SR.

¥ MPD makes use of most of the SR operators and the functions available to SR. The language overview page: 
http://www.cs.arizona.edu/mpd/language.html

¥ Has links to a number of MPD example programs (some of which are also included in these notes).

¥ ÒOperators and Pre-deÞned functionsÓ that are borrowed from SR. The link is to an appendix from the 
SR book. You should bookmark and/or download this appendix!

¥ MPD attributes:

¥ Multi-paradigm (main reason we will be using it).

¥ Integrated.

¥ Free: there are Unix and Linux versions available. Includes good instructions on how to compile.

¥ Documentation:

¥ Textbook and MPD web pages.
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MPD Language (continued):

¥ The Big Picture:

¥ VM = Virtual Machine. This is an address space (which means it is a Unix process).

¥ Global = shared variables and opÕs. These are shared by all the resources within that VM.

¥ Note: globals are not shared between VMÕs.

¥ op = operation = functions, message channels, semaphores.

¥ resource  = similar to a Java class (SR pre-dates much of the work on object-oriented languages).

¥ Declares a pattern for a class of objects, each of which executes dynamically.

¥ vmÕs are created dynamically and placed on speciÞed machines. Can have > 1 vm per machine.

¥ Distributed computations: We will return to this topic in the second half of the semester.

¥ resource  is created dynamically within a vmÕs shared memory constructs. Can have > 1 resource  per vm.

¥ global  is created once when it is imported.
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MPD Language (continued):

¥ ÒHello WorldÓ (because every language has one, right? :-)

¥ More notes on above:

¥ write()  Ñ puts an implicit newline at the end of the string.

¥ write(x, y, z)  Ñ puts an implicit space in-between each item and an implicit newline at the end of the 
string.

¥ writes(x, y, z)  Ñ no implicit spaces or newlines.

¥ Semi-colons are used as statement separators (ala Pascal, not C).

¥ They are optional when a statement ends at a new line.

¥ Greg likes this, so many of his examples are missing semi-colons.

¥ I donÕt like this, so my examples have semi-colons.

¥ You can use either approach.

Create a file, named hello.mpd  
resource hello()
   write("Hello World");
end hello

Compile and execute:
mpd -o hello  hello.mpd
hello

optional

optional
defaults to a.out
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MPD Language (continued):

¥ At the beginning of execution:

¥ 1 vm on the machine where the program is run.

¥ 1 instance of the ÒmainÓ resource: either a resource named main , or the ÒobviousÓ choice (as in hello.mpd ).

¥ 1 active thread Ñ starts executing the code in the main resource.

¥ Important environment variable (on multi-processor systems):

¥ MPD will create threads dynamically as needed by co  and process  commands.

¥ To take advantage of multiple physical processors, you must set the following environment variable:

setenv MPD_PARALLEL x

¥ Where x will be the number of processors you want to the program to use. Generally, this will be equal to 
the number of processors available on the machine. For machines that we will be using, this will be:

¥ for lectura and voltron: setenv MPD_PARALLEL 4
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MPD Language (continued):

¥ mm.seq.mpd
# sequential matrix multiplication program
# computes and prints c = a x b for n x n matrices
# usage:  a.out size
resource matrix_mult()
   # read command line argument for matrix sizes, note use of getarg() function
   int n; getarg(1,n);
   # declare matrices and initialize a and b
   real a[n,n] = ([n] ([n] 1.0)),  # floating point uses real to declare
        b[n,n] = ([n] ([n] 1.0)),  # note how arrays can be initialized
        c[n,n];
   for [i = 1 to n, j = 1 to n] {  # compute n**2 inner products
      real sum = 0.0;
      for [k = 1 to n] {
         sum += a[i,k]*b[k,j];
      }
      c[i,j] = sum;
   }
   # print result, by rows
   for [i = 1 to n] {
      # print one line per row
      for [j = 1 to n] {
         writes(c[i,j], " ");      # does not use implicit spaces or newlines
      }
      write();                     # append a newline, implicit with write
   }
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MPD Language (continued):

¥ mm.co.mpd:

# matrix multiplication using co and
# fine-grained concurrency
# usage:  a.out size

resource matrix_mult()
   # read command line argument for
   # matrix sizes
   int n; getarg(1,n);

   # declare matrices, initialize a & b
   real a[n,n] = ([n] ([n] 1.0)),
        b[n,n] = ([n] ([n] 1.0)),
        c[n,n];

   # compute inner product:
   #    a[i,*] * b[*,j]
   procedure inner(int i, int j) {
      real sum = 0.0;
      for [k = 1 to n] {
         sum += a[i,k] * b[k,j];
      }
      c[i,j] = sum;
   } /* inner */

   # compute n**2 inner products
   # concurrently
   co [i = 1 to n, j = 1 to n]
      inner(i,j);
   oc

   # print result, by rows
   for [i = 1 to n] {
      # print one line per row
      for [j = 1 to n] {
         writes(c[i,j], " ");
      }  
      write();   # append a newline
   }

end
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MPD Language (continued):

¥ mm.process.mpd:

# matrix multiplication using processes
# and fine-grained concurrency
# usage:  a.out size

resource matrix_mult()
   # read command line argument for
   # matrix sizes
   int n; getarg(1,n);

   # declare matrices, initialize a & b
   real a[n,n] = ([n] ([n] 1.0)),
        b[n,n] = ([n] ([n] 1.0)),
        c[n,n];

   # compute inner product:
   #    a[i,*] * b[*,j]
   process inner[i=1 to n, j=1 to n] {
      real sum = 0.0;
      for [k = 1 to n] {
         sum += a[i,k] * b[k,j];
      }
      c[i,j] = sum;
   } /* inner */

   # wait for processes to terminate,
   # then print result, by rows
   # final keyword forces a wait
   # until all processes are done
   final {
      for [i = 1 to n] {
         # print one line per row
         for [j = 1 to n] {
            writes(c[i,j], " ");
         }
         write();     # append a newline
      }
   } /* final */
end
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MPD Language (continued):

¥ Þnd.mpd Ñ uses co É oc :
global defs    # shared definitions
   const int MAXPATTERN = 20;
   const int MAXFILENAME = 20;
   const int MAXLINE = 120;
end

resource grep()
   import defs;

   string[MAXPATTERN] pattern;
   getarg(1, pattern);
   string[MAXFILENAME] filename;
   getarg(2, filename);

   file fd = open(filename, READ);
   # two lines of strings
   string[MAXLINE] line[2];
   int ln = 1;    # index of line being
                  # filled by read()

   procedure doread(int ln)
             returns int result {
      result = read(fd, line[ln]);
   } /* doread */

procedure find(string[*] pattern,
                string[*] line) {
   # if line has pattern, write it
   int i = 1, plen = length(pattern);
   while (i<=(length(line)-plen+1)) {
      # note: if always needs { }
      if (pattern == line[i:i+plen-1]) {
         write(filename||":", line);
         return;
      }
      i++;
   }
} /* find */

int start = age();
# find instances of pattern 
# in filename
int result = doread(ln)
while (result != EOF) {
   co find(pattern, line[ln]);
   // result = doread(3-ln);
   oc
   ln = 3 - ln;
}
int finish = age();
write("execution time is",
      finish - start);
end grep  
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MPD Language (continued):

¥ grep.mpd Ñ uses processes and synchronization ßags:

# finding patterns problem using two processes and busy waiting

global defs           # shared definitions
   const int MAXPATTERN = 20;
   const int MAXFILENAME = 20;
   const int MAXLINE = 120;
end

resource grep()
   import defs;

   string[MAXPATTERN] pattern; getarg(1, pattern);
   string[MAXFILENAME] filename; getarg(2, filename);

   file fd = open(filename, READ);
   if (fd == null) {
      write("cannot open file", filename); 
      stop; 
   }  

   string[MAXLINE] line[2];            # two buffers for lines
   bool empty[2] = (true, true);       # synchronization flags for buffers
   bool done = false;                  # synchronization flag for termination
   int start = age();                  # starting time
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   process Read {
      int ln = 1;  # next line to use
      int result;
      while (true) {
         # busy-wait: wait for buffer to be empty
         while (not empty[ln]) {
            skip;
         }
         result = read(fd, line[ln]);  # read into it
         # exit loop if end of file
         if (result == EOF) {
            exit;
         }
         empty[ln] = false;            # signal that buffer is now full
         ln = 3 - ln;                  # switch buffers
      }
      done = true;                     # signal that Read is done
   } /* Read */
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   procedure search(string[*] pattern, string[*] line) {
      # if line contains pattern, write out line
      int i = 1, plen = length(pattern);
      while (i <= (length(line) - plen + 1)) {
         if (pattern == line[i:i+plen-1]) {
            write(filename || ":", line); return;
         }
         i++;
      }
   } /* search */

   process Find {
      int ln = 1     # next line to use
      while (true) {
         # busy-wait: wait for buffer to be full
         # or Read to terminate
         while (empty[ln] and not done) {
            skip;
         }
         # exit loop if Read has finished
         if (done) {
            exit;
         }
         search(pattern, line[ln]); # look for pattern in line
         empty[ln] = true;          # signal that buffer is empty
         ln = 3 - ln;               # switch buffers
       }
   } /* Find */
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   final {
      int finish = age();
      write("\nexecution time is",
            finish-start);
   } /* final */

end grep
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¥ Reading: Section 2.4 - 2.8, 4.6, today; Section 3.1 - 3.3, next two classes.

Atomic Actions: (Section 2.4):

¥ < S >  Ñ execute S atomically.

¥ S is a statement list (one or more statements).

¥ Example: < x = x + 1; y = y + 1 >

¥ < await (B) >  Ñ wait for B to be true.

¥ Example: < await ( full[next] == 1 ) >

¥ At most once property:

¥ < S >  can be used when assigning a local variable to a shared variable, or vice versa.

¥ < await(B)  S >    wait for B to be true and then execute S Ñ all as one atomic action.
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Processes and Synchronization (Again)

int n = 0

< n = n + 1 >

< await(n > 0) n = n - 1 >

semaphore n

V(n)     sem_post(n)     up(n)

P(n)     sem_wait(n)     down(n)



CSc 422 Ñ Parallel and Distributed Computing 2 Ñ Processes & Synchronization

A Programming Logic (Section 2.6):

¥ Provides a concise description of a logic for use in proofs of correctness. Its focus is on parallel problems.

27

Formal Logic Programming Logic

Predicates Assertions: { P }  or ## P

Formulas
Triples: { P }   S   { Q }

    P is the pre-condition.
    Q is the result of executing S given P

Axioms Assignment:  x = expression

Inference rules

Control statements:
    sequential
    co

    await
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A Programming Logic (continued):

¥ Example 1:

int x = 0, y = 0;

co   { x = 0 }   x = 1   { x = 1 }

//   { y = 0 }   y = 2   { y = 2 }

oc

{ (x = 1)  !  (y = 2) }

¥ Example 2:

int x = 0, y = 0, z = 0;

{ (x = 0) !  (y = 0) !  (z = 0) }

co   x = 1   { x = 1 }    < z = x + y >   { (x = 1) !  ((z = x + y) "  (z = x - y)) }

//   y = 2   { y = 2 }    < z = x - y >   { (y = 2) !  ((z = x + y) "  (z = x - y)) }

oc

{ (x = 1) !  (y = 2) !  ((z = x + y) "  (z = x - y)) }

We can be more precise about z on both branches and at the end.  How can it be expressed?
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A Programming Logic (continued):

¥ Example 3: Find the maximum value in an array of positive integers

int m = 0;

Éinit array a with positive valuesÉ

{ m = 0 }

co [ i = 1 to n ]

   { m >= 0 }

   if ( a[i] > m )

      { cannot say a[i] > m, since m may have changed! }

      m = a[i]

      { m is a[i], at least for a moment, but may have changed by nowÉ }

oc

¥ If the body of the co  is not atomic:

¥ Interference.

¥ Cannot assume a[i] > m  before m = a[i] .

¥ If the body is atomic

¥ No interference

¥ Can state { m >= a[i] } when done.
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A Programming Logic (continued):

¥ Example 4: Semaphores.

sem s = 0;

P(s):

   < await (s > 0) s = s - 1 >

V(s):

   < s = s + 1 >

¥ If we have repeated calls to P(s)  and V(s) , what is always true about s?

{ s >= 0 } is a global invariant.

¥ Example 5:

int x = 0, y = 0, z = 0

Assume multiple processes that repeatedly execute:

< x = x + 1; y = y + 1 >     # Note: there is a ÒhiddenÓ state here

< z = z + x - y >

¥ What can we assert? Where can we assert it?

{ x == y and z == 0 }
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Techniques for Avoiding Interference (Section 2.7):

¥ Disjoint Variables:

¥ If the write set of one process is disjoint from the reference set of a second process, and vice versa, then the 
two processes cannot interfere. (See the top of page 66).

¥ Weakened Assertions:

¥ A weakened assertion is one that admits more program states than might be true of a process in isolation.

¥ Example: approximate solutions to n-body gravitational problem. Bodies are assumed to ÒjumpÓ from one 
position to another, rather than the actual continuous motion.

¥ Global Invariants:

¥ Used to capture the relations between shared variables.

¥ Very useful technique.

¥ Can be used to guide the development of a solution to any synchronization problem.

¥ Will start using this in Chapter 3.

¥ Synchronization:

¥ Use atomic actions < S; >  and < await(B)  S; >  to coordinate actions of multiple processes.
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Techniques for Avoiding Interference (continued):

¥ Safety and Liveness:

¥ Safety

¥ ÒNothing bad happensÓ Ñ avoid bad states.

¥ Examples: absence of deadlock, providing mutual exclusion.

¥ Liveness:

¥ ÒMake progressÓ Ñ processes/threads have the chance to progress toward the goal state.

¥ Examples: process eventually gets to enter a critical section, a service request is eventually honored, a 
message eventually reaches its destination.

¥ Dependent on scheduling:

¥ Weakly fair scheduler is most common: round-robin, time-sharing.

¥ A condition becomes true and remains true at least until after the conditional atomic action has 
been executed.

¥ Ensures that every process keeps getting chances.

¥ Progress then depends on the possibility that the process will get a chance at the right time.

¥ Strongly fair scheduler:

¥ If the condition is infinitely often true, a process will eventually see it as true and be able to 
proceed. 

¥ Can handle a condition that changes frequently from true to false and back again.
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Pthreads Library  (Section 4.6):

¥ POSIX Threads (POSIX = Portable OS Interface).

¥ An API and implementation for threads and synchronization for shared memory systems.

¥ Threads.

¥ Documentation:

¥ Textbook: Section 4.6 (today), 5.5, 12.1.1.

¥ Sample programs.

¥ Man pages

¥ main one: man pthread

¥ individual functions: pthread_create , pthread_detach , pthread_equal , etc.
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Pthreads Library (continued):

¥ Create a thread:

¥ Return the id of the new thread here.

¥ Attributes for the new thread.

¥ Pointer to the function the new thread will execute.

¥ Pass this argument to the function the new thread will execute.

¥ Set the attributes for the new thread:

¥ Declare a variable of type pthread_attr_t .

¥ Initialize this variable with the default thread attributes.

¥ Setting contentionscope  determines how threads are scheduled:

¥ O.S. schedules the thread: use PTHREAD_SCOPE_SYSTEM.

¥ This is what we will use.

¥ Process schedules the thread: Use PTHREAD_SCOPE_PROCESS.
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int pthread_create(

    pthread_t *thread,

    const pthread_attr_t *attr,

    void *(*start_routine)(void *),

    void *arg);

int pthread_attr_init(

    pthread_attr_t *attr);

int pthread_attr_setscope(

    pthread_attr_t *attr,

    int contentionscope);
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Pthreads Library (continued):

¥ simple.c:

/* simple program illustrating passing an argument to a thread.
   gcc -Wall -o simple simple.c -lpthread
   simple numWorkers
*/
#include <pthread.h>
#include <stdio.h>
#include <stdlib.h>
#define MAXWORKERS 100
#define HALF_SECOND 500000

/* Each worker prints its identity then
 * exits without returning anything
 */
void *
Worker( void *arg ) {
   long myid = (long) arg;

   printf("worker %ld (pthread id %ld) has started\n", myid, pthread_self());
   usleep(HALF_SECOND);
   printf("worker %ld (pthread id %ld) is stopping\n", myid, pthread_self());
   return NULL;
} /* Worker */
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Function to be executed by the thread 
always has this prototype.

Tells thread who it is.

The -lpthread  library is 
necessary on Fedora.
(It is optional on OS X.)
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Pthreads Library (continued):

¥ simple.c (continued):
/* read command line, initialize, and create threads */
int
main( int argc, char *argv[] ) {
   long i;
   int numWorkers;
   pthread_attr_t attr;
   pthread_t workerid[MAXWORKERS];

   /* set global thread attributes */
   pthread_attr_init( &attr );
   pthread_attr_setscope( &attr, PTHREAD_SCOPE_SYSTEM );

   /* read command line, no error checking done */
   numWorkers = atoi( argv[1] );

   /* create the workers, then exit */
   for (i = 0; i < numWorkers; i++) {
      pthread_create( &workerid[i], &attr, Worker, (void *) i );
      printf("main: created thread %ld\n", workerid[i]);
   }

   /* main needs to call pthread_exit() explicitly */
   pthread_exit( NULL );

} /* main */
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O.S. will schedule the threads.

Where to store thread id.

What thread attributes to use.

Function to be executed by the thread.

Argument passed to the thread.
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Pthreads Library (continued):

¥ pc.busy.c:

/* a simple producer/consumer using busy-waiting threads
   gcc -Wall -o pc.busy pc.busy.c -lpthread
   pc.busy numIters
*/
#include <pthread.h>
#include <stdio.h>
#include <stdlib.h>

int produced = 1, consumed = 1;
int data;

void *
Producer(void *arg) {
   long howMany = (long) arg;

   printf("Producer created\n");
   while ( produced <= howMany ) {
      /* wait for buffer to be empty */
      while ( produced > consumed )
         ;
      data = produced;
      produced++;
   }

   return NULL;
} /* Producer */
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ÒBusy waitÓ loop.
Wait for the buffer to become 
empty before putting item in 
the buffer.
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Pthreads Library (continued):

¥ pc.busy.c:

void *
Consumer(void *arg) {
   long howMany = (long) arg;
   int  total = 0;

   printf("Consumer created\n");

   while ( consumed <= howMany ) {
      /* wait for buffer to be full */
      while ( produced == consumed )
         ;
      total = total + data;
      consumed++;
   }

   printf("for %ld iterations, the total is %d\n",
          howMany, total);

   pthread_exit( NULL );
} /* Consumer */
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ÒBusy waitÓ loop.
Wait for the buffer to become 
full before getting item from 
the buffer.
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Pthreads Library (continued):

¥ pc.busy.c (continued):

/* main() -- read command line and create threads, then
 *           print result when the threads have quit.
 */
int
main(int argc, char *argv[]) {
   long numIters;

   /* thread ids and attributes */
   pthread_t pid, cid;  
   pthread_attr_t attr;
   pthread_attr_init(&attr);
   pthread_attr_setscope(&attr, PTHREAD_SCOPE_SYSTEM);

   numIters = atoi(argv[1]);
   printf("main started\n");

   pthread_create(&pid, &attr, Producer, (void *)numIters);
   pthread_create(&cid, &attr, Consumer, (void *)numIters);
   pthread_join(pid, NULL);
   pthread_join(cid, NULL);

   printf("main done\n");
   pthread_exit( NULL );
} /* main */
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Pthreads Library (continued):

¥ Semaphores:

¥ The POSIX standard contains both named and unnamed semaphores.

¥ Fedora supports both.  OS X supports only named semaphores.

¥ These notes describe the unnamed semaphores.

¥ The functions:

¥ Declare a variable of type sem_t  for each semaphore you need.

¥ Create and initialize a sempahore:

int sem_init(sem_t *sem, int pshared, unsigned int value);

¥ sem is a pointer to your semaphore.

¥ pshared  should be 0 to share the semaphore with other threads in the same process.

¥ Using 1 will share the semaphore with other processes. The sem_t  would need to be declared 
inside a shared memory region visible to the processes that would use the semaphore.

¥ value  is the initial value for your semaphore. This should be >= 0 .
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Pthreads Library (continued):

¥ Semaphores (continued):

¥ P:

int sem_wait(sem_t *sem);

int sem_trywait(sem_t *sem);

¥ sem_wait  does a P operation on the semaphore. This will block if the semaphoreÕs value is 0.

¥ sem_trywait  does a P operation if the value of the semaphore is > 0 .

¥ If the semaphore is 0, the function does not block. It returns -1  and sets errno  to EAGAIN.

¥ V:

int sem_post(sem_t *sem);

¥ sem_post  does a V operation on the semaphore.

¥ Remove the semaphore:

int sem_destroy(sem_t *sem);

¥ sem_destroy destroys the semaphore.

¥ If threads or processes are blocked on the semaphore, the behavior is undeÞned.
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Pthreads Library (continued):

¥ pc.sems.c:
/* a simple producer/consumer using semaphores and threads
 *   gcc -Wall -o pc.sems pc.sems.c -lpthread
 *   pc.sems numIters
 */
#include <stdio.h>
#include <stdlib.h>
#include <pthread.h>
#include <semaphore.h>
#define SHARED 0
/* the global semaphores */
sem_t empty, full;
int data; /* global */

void *
Producer(void *arg) {
   int produced;
   long howMany = (long)arg;
   printf("Producer created\n");
   for ( produced = 1; produced <= howMany;
         produced++ ) {
      sem_wait(&empty);
      data = produced;
      sem_post(&full);
   }
   pthread_exit( NULL );
} /* Producer */
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Pthreads Library (continued):

¥ pc.sems.c:

void *
Consumer(void *arg) {
   long total = 0;
   int  consumed;
   long howMany = (long)arg;

   printf("Consumer created\n");
   for ( consumed = 0; consumed < howMany;
         consumed++ ) {
      sem_wait(&full);
      total = total + data;
      sem_post(&empty);
   }

   printf("for %ld iterations, the total is %d\n",
           howMany, total);

   pthread_exit( NULL );
} /* Consumer */
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Pthreads Library (continued):

¥ pc.sems.c (continued):
/* main() -- read command line and create threads, then
 *           print result when the threads have quit.
 */
int
main(int argc, char *argv[]) {
   long numIters;

   /* thread ids and attributes */
   pthread_t producerId, consumerId;  
   pthread_attr_t attr;
   pthread_attr_init(&attr);
   pthread_attr_setscope(&attr, PTHREAD_SCOPE_SYSTEM);

   numIters = atoi(argv[1]);
   sem_init(&empty, SHARED, 1);  /* sem empty = 1 */
   sem_init(&full,  SHARED, 0);  /* sem full = 0  */

   printf("main started\n");
   pthread_create(&producerId, &attr, Producer, (void *)numIters);
   pthread_create(&consumerId, &attr, Consumer, (void *)numIters);
   pthread_join(producerId, NULL);
   pthread_join(consumerId, NULL);

   printf("main done\n");
   pthread_exit( NULL );
} /* main */
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Pthreads Library (continued):

¥ clock.c Ñ one way to measure run time:

#include <sys/time.h>  // NEW
int
main(int argc, char *argv[]) {
   long numIters;
   pthread_t pid, cid;
   pthread_attr_t attr;

   /* used for timing */  // NEW
   struct timeval startTime, endTime;
   int seconds, micros;

   pthread_attr_init(&attr);
   pthread_attr_setscope(&attr,
         PTHREAD_SCOPE_SYSTEM);

   numIters = atoi(argv[1]);
   sem_init(&empty, SHARED, 1);
   sem_init(&full, SHARED, 0);

   gettimeofday(&startTime, NULL);  // NEW
   pthread_create(&pid, &attr, Producer, (void *)numIters);
   pthread_create(&cid, &attr, Consumer, (void *)numIters);
   pthread_join(pid, NULL);
   pthread_join(cid, NULL);
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   gettimeofday(&endTime, NULL);  // NEW

   // NEW section
   seconds = endTime.tv_sec - startTime.tv_sec;
   micros = endTime.tv_usec - startTime.tv_usec;
   if ( endTime.tv_usec < startTime.tv_usec ) {
      micros += 1000000;
      seconds--;
   }
   printf("runtime: %d seconds, %d microseconds\n",
          seconds, micros);

   pthread_exit( NULL );
} /* main */


