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Message Passing
¥ Reading: Sections 7.1 to 7.4 for next time.

Overview:

¥ We have covered shared-memory techniques:

¥ Busy waiting.

¥ Semaphores.

¥ Monitors.

¥ Distributed-memory techniques:

¥ Interconnection network can be a variety of possibilities

¥ ÒClosely-coupledÓ Ñ within the same cabinet, or 
adjacent cabinets.

¥ ÒLoosely-coupledÓ, Òcluster of workstationsÓ Ñ 
within the same room, ßoor, or building.

¥ Internet Ñ Ògrid computingÓ, Òclient-serverÓ, etc.

¥ Semaphores provide a synchronization technique.

¥ Messages extend semaphores by adding data.
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Message Passing:

¥ Tools:

¥ MPD, MPI (Message Passing Interface), Java.

¥ Generalize:

¥ Semaphores and monitors: provide synchronization among processes.

¥ Messages: synchronization plus the ability to transfer data among processes.

¥ Channel:

¥ Generic message structure.

¥ Queue of messages; analogous to a pipe.

chan name (type1, type2, ...)

¥ Can be zero or more types.

¥ Each type represents a piece of data transferred over the channel.

¥ No types is a message that is solely providing synchronization.
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Message Passing:

¥ Primitives:

send name( expr1, expre2, ...)

¥ Sends data to the channel.

receive name( var1, var2, ...)

¥ Receives data from the channel.

¥ Both send  and receive  are atomic and they synchronize with each other.

¥ Synchronous system.

¥ send  and receive  block until both have been reached by their respective processes.

¥ Rendezvous.

¥ Implies the use of a bounded queue.

¥ Asynchronous system.

¥ receive  blocks until data arrives.

¥ send  does not block.

¥ Implies the use of an unbounded queue.
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Message Passing:

¥ Implementation Sketch:

¥ Shared memory:

¥ Distributed memory:
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Message Passing:

¥ Example 1:

chan toB(int)

¥ We can conclude: x = 1 ^ y = 2

¥ Channel is ordered: send Õs from one source are in order in the channel and are received in that order.

¥ Example 2:

chan toB(int)
chan toD(int)
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Process A:
   send toB(1)
   send toB(2)

Process B:
   int x, y
   receive toB(x)
   receive toB(y)

Process A:
   send toB(1)
   send toD(2)

Process C:
   send toB(3)
   send toD(4)

Process B:
   int x, y
   receive toB(x)
   receive toB(y)

Process D:
   int i, j
   receive toD(i)
   receive toD(j)

¥ Can conclude:

((x = 1 ^ y = 3) !  (x = 3 ^ y = 1)) ^

((i = 2 ^ j = 4) !  (i = 4 ^ j = 2))

¥ send Õs from the same source produce ordered 
results.

¥ send Õs from different sources produce results in 
any order.
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General Interaction Patterns:

¥ Overview:

¥ Filters (pipes) Ñ one-way data ßow.

¥ Client/Server Ñ two-way data ßow, asymmetric.

¥ Peers Ñ two-way data ßow, symmetric.

Filters (pipes) Ñ producer/consumer pattern.

¥ a | b | c

¥ Shared memory Ñ Unix

¥ Buffers between processes.

¥ send  on one side of the pipe, read  on the other side.

¥ Non-blocking on both sides (usually).

¥ But, can Þll up the buffer!

¥ Distributed memory.

¥ Buffers become channels.

¥ send  to the channel to deposit.

¥ receive  from the channel to fetch.
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Filters (pipes) continued:

¥ Example, Figure 7.1, page 297.

¥ Implements a pipe that takes in characters and outputs lines.

chan input(char), output(char [MAXLINE]);

process Char_to_Line {
   char line[MAXLINE];
   int i = 0;

   while (true) {
      receive input(line[i]);

      while ( line[i] != CR and i < MAXLINE ) {
         # line[0:i-1] contains the last i input characters
         i = i + 1;
         receive input(line[i]);
      }

      line[i] = EOL;
      send output(line);
      i = 0;
   }
} # Char_to_Line
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Filters (pipes), continued:

¥ Unix example, C and pthreads. A pipe is created. Two threads are created. One thread writes into the pipe. The 
other thread reads from the pipe.  See /home/cs422/spring08/pthreads-examples/pipe/pipe_example.c

/* pipe program illustrating creation of a pipe & 2 threads to use the pipe
    gcc -Wall -o pipe_example pipe_example.c -lpthread
 */
#include <pthread.h>
#include <stdio.h>
#include <stdlib.h>
#include <string.h>
#include <unistd.h>

void *Worker1(void *);
void *Worker2(void *);
int pipefd[2];

/* read command line, initialize, and create threads */
int main(int argc, char *argv[]) {
  pthread_attr_t attr;
  pthread_t workerid[2];

  /* set global thread attributes */
  pthread_attr_init(&attr);
  pthread_attr_setscope(&attr, PTHREAD_SCOPE_SYSTEM);
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Filters (pipes), continued:

  /* create pipe */
  if (pipe(pipefd) < 0) {
    fprintf(stderr, "pipe error\n");
    exit(1);
  }

  /* create the workers, join with them when they are done,
   * then exit
   */
  pthread_create(&workerid[0], &attr, Worker1, (void *) 1L);
  pthread_create(&workerid[1], &attr, Worker2, (void *) 2L);
  pthread_join(workerid[0], NULL);
  pthread_join(workerid[1], NULL);
  return 0;
} /* main */
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Filters (pipes), continued:

/* Worker 1 writes data into the input side of the pipe.
 * The data is written one character at a time.
 */
void *Worker1(void *arg) {
   int i;
   int myid = (long) arg;

   printf("worker %d (pthread id %ld) has started\n", myid, pthread_self());

   /* write to the pipe */
   char *a_string = "something interesting to put in the pipe ";
   char two_char[2];
   for (i = 0; i < strlen(a_string); i++) {
      sprintf(two_char, "%c", a_string[i]);
      if (write(pipefd[1], two_char, 1) != 1) {
         fprintf(stderr, "error writing two_char to pipe\n");
         pthread_exit(NULL);
      }
   }
     return 0; /* so gcc -Wall won't complain */
} /* Worker1 */
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Filters (pipes), continued:

/* Worker 2 reads data from the output side of the pipe.
 * The data is read one character at a time.
 */
void *Worker2(void *arg) {
   int i;
   int myid = (long) arg;

   printf("worker %d (pthread id %ld) has started\n", myid, pthread_self());

   /* read from the pipe */
   for (i = 0; i < 41; i++) {
      char a_char[2] = "z"; /* to get a null character into a_char[1] */
      char a_word[50];
      if ( read(pipefd[0], a_char, 1) <= 0) {
         fprintf(stderr, "error reading a_char from pipe\n");
         pthread_exit(NULL);
      }
      if ( a_char[0] == ' ') {
         printf("%s\n", a_word);
         a_word[0] = '\0';
      }
      else
         strcat(a_word, a_char);
   }
   return 0; /* so gcc -Wall won't complain */
} /* Worker2 */
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¥ Quick Review:

¥ Message Passing:

chan name(type1, type2, ...);

send name(expr1, expr2, ...);

receive name(var1, var2, ...);

¥ Filter:

¥ Client/Server:
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Clients and Servers:

¥ May have many requests.

¥ Server may be on the same, or different, machine from the Client.

¥ Example a Server that satisÞes one type of request, such as a read()  operation on a database:

        chan read(int sender_id, ...), reply[1:n](...)

¥ Array of reply channels, indexed by sender id. Allows the Server to respond to correct sender.

¥ Looks a lot like a procedure, where the call and return are separated into two calls at the client.

¥ Fits well with the Client side.

¥ May, or may not, Þt well on the Server side.

¥ ÒActiveÓ subroutine, since the Server is a separate process.
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process Client[my_id = 0 to n-1] {
   send read(my_id, ...)
   ... can do other stuff here ...
   receive reply[my_id](...)
}

process Server {
   local vars
   while (true) {
      receive read(id, ...)
      ...process request...
      send reply[id](...)
   }
}

Client Server

1. Request

2. Reply
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Clients and Servers, continued:

¥ This is trivial with procedures: consider a monitor that supports both a read()  and a write()  operation on a 
database.

¥ With a Server process: might have just 1 Server:

type op_kind = enum(READ, WRITE);

type arg_type = union(arg 1, ..., arg n);

type result_type = union(res 1, ..., res n);

chan request(int sender_id, op_kind kind, arg_type args);

chan reply[n](res_type);

process Client[my_id = 0 to n - 1]{

   send request(my_id, READ/WRITE, myargs);

   receive reply[my_id](myresults);

}

¥ May need another union to handle different kinds of reply arguments.
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process Server {

   while (true) {

      receive request(id, kind, args);

      if (kind == READ) {
         perform read & prepare reply
      }

      else if (kind == WRITE) {
         perform write & prepare reply
      }

      send reply[id](...);

   }
}

Client
Server
read()
write()

1. read() 
Request

2. read() 
Reply1. write() 

Request
2. write() 
Reply
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Clients and Servers, continued:

¥ Scheduling/delays or request/release.

¥ The Server may have to Òhold ontoÓ the request  and reply  ÒlaterÓ.

¥ Want the Server to answer other requests while holding some requests.

¥ Use a queue for pending requests that cannot be answered Òjust yetÓ.

¥ The example code on the next page is for a request  of a resource.

¥ The reply  grants the resource.

¥ The client later releases the resource (which may allow the granting of a pending request).

¥ Can use the same model for a time delay (or a sleep()  call).

¥ The equivalent of release would then be a clock interrupt from a periodic timer.

¥ An example of an ÒactiveÓ monitor, where the monitor is a process.

¥ The messages that the Server receives and sends correspond to the encapsulated procedures of a monitor.

¥ The queue for delayed processes corresponds to a condition variable.
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Clients and Servers, continued:

type op_kind = enum(ACQUIRE, RELEASE);
chan request(int clientID, op_kind kind,
             int unitID);
chan reply[n](int unitID);

process Client[my_id = 0 to n-1] {
   send request(my_id, ACQUIRE, 0);
   receive reply[my_id](unitID);
   # use the resource...
   send request(i, RELEASE, unitID);
   ...
} # Client

process Server {
   int avail = MAXUNITS;
   set units = initial values;
   queue pending; # initially empty

   while (true) {
      receive request(clientID, kind,
                      unitID);
      if ( kind == ACQUIRE ) {
         if ( avail > 0 ) {
            # grant request
            avail--;
            remove(units, unitID);
            send reply[clientID](unitID);
         }
         else
            # remember request
            insert(pending, clientID);
      }

      else { # kind == RELEASE
         if ( empty(pending) ) {
            # put unitID in units
            avail++;
            insert(units, unitID);
         }
         else {
            # give to waiting client
            remove(pending, clientID);
            send reply[clientID](unitID);
         }
      }
   }
} # Server       
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Clients and Servers, continued:

¥ General Þle server:

¥ ÒConversational continuityÓ.

¥ Client initiates the conversation with Server.

¥ Server needs to maintain state to continue conversation with the Client.

¥ Basic idea for the Client:

open;

(read & write) as often as needed;

close;

¥ First version: One client and one Þle.

Client:

   send open(my_id, file, ...);

   receive reply[my_id](file_id, ...);

   repeat as needed:
      send request(my_id, kind, ...);
      receive reply[my_id](results);

   send request(my_id, close_file, ...);
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Server:

   receive open(id, file, ...)
   send reply[id](file_info);

   while ( file_open ) {

      receive request(id, type, ...);

      if ( type == close )
         file_open = false;

      else ( type == ... )

      else ( type == ... )

   }

   close file;
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Clients and Servers, continued:

¥ General Þle server:

¥ Second version: Multiple clients at a time:

¥ Client: Merge the open and request channel into one channel, with different types passed as the second 
argument:

chan request(int id, op_kind kind, ...);

¥ would need a file_id  as part of the args for already open Þles.

¥ Server: Keep a table of open Þles that contains a mapping of client_id Õs and file_id Õs.

¥ Could be one table per client, with the file_id Õs of open Þles.

¥ Could be one table total, showing file_id Õs and client_id Õs.

¥ Can multiple clients have the same Þle open?
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Clients and Servers, continued:

¥ General Þle server:

¥ Third version: Multiple Þle servers, 1 Þle server per open Þle:

¥ Client sends file_open  to Server Allocator.

¥ Client gets a response from one of the Server processes.

¥ Client and Server exchange read/write messages for the Þle.

¥ Server notiÞes Allocator when the Þle is closed.
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¥ Quick Review:

¥ Message Passing:

chan name(type1, type2, ...);

send name(expr1, expr2, ...);

receive name(var1, var2, ...);

¥ Filter:

¥ Client/Server:

¥ Interacting peers:

¥ Reading: Sections 7.4, 7.8, 7.9.
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Interacting Peers:

¥ Two process exchange:

chan p1_to_p2(int), p2_to_p1(int);

¥ Consider a collection of processes that each has a value.

¥ Want to arrange the values in order from largest to smallest, and

¥ Let each process know the resulting array of values.
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P1:

   int my_value = 14;

   send p1_to_p2(my_value);

   receive p2_to_p1(&my_value);

P2:

   int my_value = 42;

   send p2_to_p1(my_value);

   receive p1_to_p2(&my_value);
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Interacting Peers, continued:

Central Server:

¥ One worker, P0, collects the values from all of the other processes, sorts them, and distributes the resulting 
array:

chan number[0:n-1](int x[0:n-1]);

¥ How many messages?

¥ Mow much time for the sort?

22

P0:

   int my_x[0:n-1];

   for [i = 1 to n-1]

      receive number(&my_x[i]);

   ...sort my_x...

   for [i = 1 to n-1]

      send number[i](my_x);

P1 through Pn:

   int my_x[0:n-1];

   send number[my_id](my_x[my_id]);

   receive number[my_id](&my_x);

P0

P1

P2

P3

P4

P5

P6
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Interacting Peers, continued:

Symmetric:

¥ Each worker sends its value to all the other workers.

¥ Each worker then determines where in the result array its own value belongs.

¥ Each worker then sends the location information to all of the other workers.

¥ Channel model does not work easily.

chan number[0:n-1](int x[0:n-1])

Pi:

   int my_x[0:n-1], another, new_pos = 0;

   for [i = 0 to n-1 st i "  my_id]

      send number[i](my_x[my_id]);

   for [i = 0 to n-1 st i "  my_id]

      receive number[i](&another);

      if (another < my_x[my_id])

         new_pos++;

   my_x[new_pos] = my_x[my_id];

   for [i = 0 to n-1 st i "  my_id]

      send number[i](new_pos, my_x[new_pos]);

   for [i = 0 to n-1 st i "  my_id]

      receive number[i](&a_pos, &my_x[a_pos]);
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¥ How many messages?

¥ How much time for sort?

P1

P2

P3

P4

P5

P0
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Interacting Peers, continued:

Ring:

¥ Each process sends to its neighbor around the ring.

¥ For the sort problem:

P0: starts by sending its value to P1

P1...Pn-1: inserts its value into the array and forwards the array

Completed array has to go around the ring

¥ How many messages?

¥ How much time for the sort?

¥ Note: See errata for correction to Figure 7.13, page 317.
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Message Passing Tools:

¥ Three approaches: MPI, Java, MPD.

MPI Ñ Message Passing Interface:

¥ Reading: Section 7.8

¥ Library for use with Fortran, C, and C++ (and related languages).

¥ Common implementations include: LAM, MPICH.

¥ LAM is available in the department on lectura, voltron, fd01-fd08 (GS 228 Linux machines).

¥ One program:

¥ Start copies on several nodes.

¥ hosts  Þle speciÞes which hosts to use.

¥ Usually used for SPMD (Single-Program, Multiple-Data) applications.

¥ Can be used for task parallel applications.

¥ LAM implementation:

¥ www.lam-mpi.org
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MPI Ñ Message Passing Interface, continued:

¥ Example: Two processes exchanging integers:

/* Simple program to exchange values between two processes.
 * Illustrates the use of send and receive
 * Create a hosts file, then boot LAM by means of lamboot
 * then compile and execute this program by executing:
     hcc -o exchange exchange.c -lmpi
     mpirun -w -c 2 exchange
 */
#include <stdio.h>
#include <mpi.h>

int
main (int argc, char *argv[]) {
   int myid, otherid, size, tag = 1;
   int value1, value2;

   MPI_Status status;
   MPI_Init(&argc, &argv);
   MPI_Comm_rank(MPI_COMM_WORLD, &myid);
   MPI_Comm_size(MPI_COMM_WORLD, &size);
   if (size != 2) {
      printf("use exactly two processes\n");
      exit(1);
   }
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MPI Ñ Message Passing Interface, continued:

   if (myid == 0) {
      otherid = 1;
      value1 = 14;
   }
   else {
      otherid = 0;
      value1 = 25;
   }
   printf("process %d sending %d to process %d\n", myid, value1, otherid);
   MPI_Send(&value1, 1, MPI_INT, otherid, tag, MPI_COMM_WORLD);
   MPI_Recv(&value2, 1, MPI_INT, MPI_ANY_SOURCE, MPI_ANY_TAG,
            MPI_COMM_WORLD, &status);
   printf("process %d received a %d\n", myid, value2);

   MPI_Finalize();
} /* main */
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MPI Ñ Message Passing Interface, continued:

mpirun -w -c 2 exchange

¥ -c  determines the number of processes created.

¥ Uses hosts  Þle to determine where these are run.

¥ Put hostname of machines you want used. Include the number of cpuÕs.

¥ Processes are created in one of two orders:

¥ If cpu  is speciÞed, then that many processes are created on the machine listed Þrst, followed by 
the speciÞed number for the second machine, etc.

¥ If cpu  is not speciÞed, processes are created one to a machine in round-robin fashion.

¥ Example:

lectura.cs.arizona.edu  cpu=4
voltron.cs.arizona.edu  cpu=4

¥ -w  means to wait for all processes to exit before mpirun  exits.
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MPI Ñ Message Passing Interface, continued:

MPI_Init(&argc, &argv);

¥ Gets command line arguments from the end of the mpirun command line (there were none in this example).

MPI_Comm_rank(MPI_COMM_WORLD, &myid);

¥ What is my process id?

¥ Will be one of 0..n-1

MPI_Comm_size(MPI_COMM_WORLD, &size);

¥ How many processes are there?
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MPI Ñ Message Passing Interface, continued:

MPI_Send(&value1, 1, MPI_INT, otherid, tag, MPI_COMM_WORLD);

¥ Sends an array of values.

&value1         /* message buffer */

1,              /* one data item in this case */

MPI_INT,        /* data item is an integer */

otherid,        /* destination process rank */

tag,            /* user chosen message tag */

MPI_COMM_WORLD  /* always use this */

MPI_Recv(&value2, 1, MPI_INT, MPI_ANY_SOURCE, MPI_ANY_TAG, MPI_COMM_WORLD, &status);

¥ Receives an array of values.

&value2,        /* where to put the message */

1,              /* receive one item in this case */

MPI_INT,        /* data item is an integer */

MPI_ANY_SOURCE, /* will receive a message from anyone */

MPI_ANY_TAG,    /* will receive a message with any message tag */

MPI_COMM_WORLD, /* always use this */

&status);

¥ status  contains information about the received message. For example, the received message tag is 
status.MPI_TAG  and the rank (identity) of the sending process is status.MPI_SOURCE .

30
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MPI Ñ Message Passing Interface, continued:

¥ Additional functions:

¥ MPI_Get_count : when the number of elements received might be less than the count speciÞed in MPI_Recv .

MPI_Get_count(&status, datatype, &nelements);

¥ MPI_Barrier : signals that a process has arrived at a barrier; returns when all processes have arrived at the 
barrier.

¥ MPI_Bcast : sends the message to every process.

MPI_Bcast(&buffer, count, datatype, sender_id, MPI_COMM_WORLD);

¥ MPI_Reduce : Gather values from every process and ÒreduceÓ them into one value. Several possible 
operations available, including MPI_MAX, MPI_MIN, MPI_SUM, etc. Each process, including root , send the 
contents of sendbuf . After the operation, the root  process has in recvbuf  the result of the reduction of the 
sendbuf Õs of all processes, including its own.

MPI_Reduce(&sendbuf, &recvbuf, count, datatype, op, root, MPI_COMM_WORLD);

¥ MPI_Allreduce : same as MPI_Reduce , but propagate the answer to all processes when done.

¥ Note that this is also a barrier operation.
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MPI Ñ Message Passing Interface, continued:

¥ Example: Sending a C struct:

/* Program to exchange a struct between 2 processes.
 * Illustrates how to pack & unpack data
 * Create a hosts file, boot LAM by means of lamboot
 * then compile and execute this program by executing:
     hcc -o names names.c -lmpi
     mpirun -w -c 2 names
 */
#include <mpi.h>
#include <stdio.h>
#include <string.h>

struct name_struct {
   int id;
   char name1[20];
   char name2[30];
};

int
main (int argc, char *argv[]) {
   int myid, otherid, size, tag = 1;
   int value1, value2;
   char host[100];
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MPI Ñ Message Passing Interface, continued:

   struct name_struct my_name;
   int idsize, maxsize, namesize, position, msgsize;
   char buffer[1024];

   MPI_Status status;
   MPI_Init(&argc, &argv);
   MPI_Comm_rank(MPI_COMM_WORLD, &myid);
   MPI_Comm_size(MPI_COMM_WORLD, &size);
   if (size != 2) {
      printf("use exactly two processes\n");
      exit(1);
   }

   my_name.id = myid;
   if (myid == 0) {
      otherid = 1;
      strcpy(my_name.name1, "Patrick T. Homer");
      strcpy(my_name.name2, "lives in Sonoita, Arizona");
   }
   else {
      otherid = 0;
      strcpy(my_name.name1, "Taught high school");
      strcpy(my_name.name2, "in Pampa, Texas");
   }
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MPI Ñ Message Passing Interface, continued:

   /* do this part once */
   MPI_Pack_size(1, MPI_INT, MPI_COMM_WORLD, &idsize);
   maxsize = idsize;
   MPI_Pack_size(20, MPI_CHAR, MPI_COMM_WORLD, &namesize);
   maxsize += namesize;
   MPI_Pack_size(30, MPI_CHAR, MPI_COMM_WORLD, &namesize);
   maxsize += namesize;

   if (gethostname(host, 100) != 0) {
      fprintf(stderr, "gethostname returned an error\n");
   }

   printf("process %d on %s sending %d to process %d\n",
          myid, host, value1, otherid);

   /* do this part for each send */
   MPI_Pack(&my_name.id, 1, MPI_INT, buffer, maxsize,
            &position, MPI_COMM_WORLD);
   MPI_Pack(&my_name.name1, 20, MPI_CHAR, buffer,
            maxsize, &position, MPI_COMM_WORLD);
   MPI_Pack(&my_name.name2, 30, MPI_CHAR, buffer,
            maxsize, &position, MPI_COMM_WORLD);
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MPI Ñ Message Passing Interface, continued:

   MPI_Send(buffer, position, MPI_PACKED, otherid, tag, MPI_COMM_WORLD);
   MPI_Recv(buffer, maxsize, MPI_PACKED, MPI_ANY_SOURCE, MPI_ANY_TAG,
            MPI_COMM_WORLD, &status);

   /* do this part for each receive */
   position = 0;
   MPI_Get_count(&status, MPI_PACKED, &msgsize);
   MPI_Unpack(buffer, msgsize, &position, &my_name.id, 1, MPI_INT,
              MPI_COMM_WORLD);
   MPI_Unpack(buffer, msgsize, &position, &my_name.name1, 20, MPI_CHAR,
              MPI_COMM_WORLD);
   MPI_Unpack(buffer, msgsize, &position, &my_name.name2, 30, MPI_CHAR,
              MPI_COMM_WORLD);

   printf("process %d received id %d, %s %s\n",
          myid, my_name.id, my_name.name1, my_name.name2);

   MPI_Finalize();
} /* main */
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Java Sockets:

¥ Reading: Section 7.9

¥ Sockets are an API originally written for BSD Unix. They have since been ported to (most) other platforms.

¥ Sockets are an OS provided service.

¥ The interface is ÒÞle-likeÓ Ñ provides the ability to read and write data.

¥ In C (the original implementation):

¥ The creation of a socket is not very ÒÞle-likeÓ.

¥ But the reading and writing of data on a socket is very closely related to the same operations on Þles.

¥ Applications using sockets identify themselves by the hostname + port:

¥ A port is a 16-bit integer value.

¥ There are Òwell-knownÓ port numbers reserved for speciÞc protocols (see /etc/services on lectura).

¥ Other applications are assigned port numbers as needed.

¥ Only one application (one socket) can use a speciÞc port number on a machine at a time.

36
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Java Sockets, continued:

¥ There are two Java classes, both within java.net :

¥ ServerSocket :

¥ Creates a Òpassive listenerÓ socket that can accept connections; that is, the Server side of a client-server  
pair.

¥ Socket :

¥ Creates an ÒactiveÓ socket that can initiate connections; that is, the Client side of a client-server pair.

¥ Example: Java Client Ñ Server Ñ FileReader with threads.

¥ Each request to the Server causes the Server to open a Þle and provide a sequence of lines from the Þle to the 
client.

¥ The Server closes the Þle when it has been read, and then closes the socket connection.

¥ This is the example from Section 7.9 of the textbook.

¥ With the addition of multiple threads on the Server side to support multiple simultaneous Þle reads.
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Java Sockets, continued:

¥ FileReaderServer.java :

¥ Constructs a ÒpassiveÓ socket, using java.net.ServerSocket .

¥ Listens for connection requests on this socket.

¥ Accepts requests.

¥ Creates a thread to handle each request.

¥ FileReaderThread.java :

¥ Receives the socket from the Server.

¥ Opens the requested Þle.

¥ Reads and sends lines from the Þle.

¥ Closes the Þle and the socket.

¥ Client.java :

¥ Constructs an ÒactiveÓ socket, using java.net.Socket , to contact the Server.

¥ Sends the Þlename

¥ Receives lines from the Server.

38
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Java Sockets, continued:

¥ FileReaderServer.java :

// Simple server: reads a file & sends it
// to a client
// Creates a new thread for each connection
// request

import java.io.*;
import java.net.*;

public class FileReaderServer {

  public static void main(String args[]) {
    ServerSocket listen;
    Socket socket;
    FileReaderThread new_thread;

    try {
      // create server socket to listen for
      // connection 
      // on port 9999, backlog of 5
      listen = new ServerSocket(9999, 5);

     while (true) {
       System.out.println();
       System.out.println("server: waiting
           for connection");
       // wait for a client
       socket = listen.accept();

       System.out.println("server: creating
            thread for socket");
        new_thread =
              new FileReaderThread(socket);
        new_thread.start();
      }
    }
    // report any exceptions
    catch (Exception e) {  
      System.err.println(e);
    }
  } // main
} // FileReaderServer

¥ Constructors for ServerSocket :

¥ Variations support the different ways of 
identifying a host (hostname or IP address).

¥ Specify a port number: 9999  in this case.

¥ Backlog = 5; how many connections can be 
pending.
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Java Sockets, continued:

¥ FileReaderThread.java :

// Thread to handle 1 server connection
import java.io.*;      
import java.net.*;

public class FileReaderThread extends Thread {
  private Socket mySocket;

  public FileReaderThread(Socket socket) {
    mySocket = socket;
  } // FileReaderThread constructor

  public void run() {
    InetAddress inetAddr;
    String filename, line;
    BufferedReader from_client, input;
    PrintWriter to_client;
    File inputFile;

40
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Java Sockets, continued:

¥ FileReaderThread.java , continued:

    try {
      inetAddr = mySocket.getInetAddress();
      System.out.println("thread: connection from " + inetAddr.toString());

      // create client input & output streams
      from_client = new BufferedReader(new InputStreamReader(mySocket.getInputStream()));
      to_client = new PrintWriter(mySocket.getOutputStream());

      // get filename from client & check if it exists
      filename = from_client.readLine();
      System.out.println("thread: filename " + filename);
      inputFile = new File(filename);
      if (!inputFile.exists())
        to_client.println("cannot open " + filename);
      else {
        // read lines from filename & send to client
        System.out.println("reading from file " + filename);
        input = new BufferedReader( new FileReader(inputFile));
        while ((line = input.readLine()) != null) {
          to_client.println(line); sleep(100);
        }
      }
      to_client.close(); from_client.close();
      mySocket.close();
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    } catch (Exception e) {
      System.out.println("caught an exception!");
    }
  } // run

} // FileReaderThread class
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Java Sockets, continued:

¥ FileReaderThread.java , continued:

¥ java.net.Socket  provides:

¥ getInputStream() , used here to get the Þlename from the client.

¥ getOutputStream() , used here to send the lines from the Þle to the client.

42
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Java Sockets, continued:

¥ Client.java :

public class Client {
  public static void main(String[] args) {
    String line, host, filename;
    int tabs;
    Socket socket;
    BufferedReader from_server;
    PrintWriter to_server;
    try {
      // read command-line arguments
      if (args.length < 2) {
        System.out.println("need at least 2
            args");
        System.exit(1);
      }
      host = args[0];
      filename = args[1];
      tabs = Integer.parseInt(args[2]);

      // open socket, then input & output
      // streams to it
      socket = new Socket(host, 9999);
      from_server = new BufferedReader(
        new InputStreamReader(
           socket.getInputStream()));

      to_server = new PrintWriter(
           socket.getOutputStream());

      // send filename to server, then read
      // & print lines until the server
      // closes the connection
      to_server.println(filename);
      to_server.flush();
      while((line=from_server.readLine())
            != null) {
        for (int i = 0; i < tabs; i++)
          System.out.print("\t");
        System.out.println(line);
      }
    }
   // report any exceptions
    catch (Exception e) {
      System.err.println(e);
    }
  } // main
} // Client class
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Java Sockets, continued:

¥ Client.java , continued:

¥ Constructs an ÒactiveÓ socket.

¥ Can specify host with Internet name (lectura.cs.arizona.edu ) or IP address (192.12.69.186 ).

¥ Specify port number; that is, which application to talk to on the host.

¥ Uses the getOutputStream()  method to send Þlename to Server.

¥ Uses the getInputStream()  method to receive the lines from the Server.
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¥ Sockets are a common API, based on system calls.

¥ Sockets Solution:

¥ Extend Þle I/O operations to support ÒreadingÓ and ÒwritingÓ from the network (treat network like a Þle).

¥ Almost:

Ð  open()  is not so simple.

+  read() , write() , and close()  are.

+  Multiple read()  and write()  functions to optimize for common cases.

Client:
open()
loop:
  write()
  read()
close()

open()
loop:
  read()
  write()
close()

Server:

C and Sockets
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Basic Client:

socket() :

¥ Establishes OS data structures for socket; speciÞes protocol to use; returns Þle descriptor.

setsockopt() :

¥ Optional.

¥ ModiÞes certain socket options; important for handling errors.

connect() :

¥ Contacts Server.

write() :

¥ Send data to Server; various alternatives available; alternatives vary with choice of TCP or UDP.

read() :

¥ Get data from Server; various alternatives available.

close() :

¥ NotiÞes other side of termination; releases OS data structures; Þle descriptor available for reuse.
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Basic Server:

socket() :

¥ Establishes OS data structures for socket; speciÞes protocol to use; returns Þle descriptor.

setsockopt() :

¥ Optional.

¥ ModiÞes certain options on socket; important for handling errors.

bind() :

¥ Attaches the socket to a port..

listen() :

¥ Makes port available to receive connections; speciÞes number of pending connections allowed.

accept() :

¥ Accepts connection from Client; gets port and Þle descriptor to use for this Client.

read() :

¥ Get data from Server; various alternatives available.

write() :

¥ Output data from Server; various alternatives available; alternatives vary with choice of TCP or UDP.

close() :

¥ NotiÞes other side of termination; releases OS data structures; Þle descriptor available for reuse.
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Socket system call:

¥ Used by both client and server.

¥ Creates an endpoint for communication.

¥ Allocates the Þle descriptor so we can read and/or write the socket ÒÞleÓ.

#include <sys/types.h>

#include <sys/socket.h>

int socket(int domain, int type, int protocol);

¥ domain : Selects the protcol family to be used; use PF_INET for TCP or UDP; deÞned in <sys/socket.h> .

¥ type : Semantics of desired communication protocol;  SOCK_STREAM for TCP; SOCK_DGRAM for UDP; others 
possible; deÞned in <sys/socket.h> .

¥ protocol : Normally only one per type; deÞned in /etc/protocols ; use 6 for TCP, 17 for UDP;

¥ Can use 0 (zero) and the socket call will Þgure out the right protocol to use for the speciÞed type  Þeld.

¥ Example: Create a TCP socket:

#include <sys/types.h>

#include <sys/socket.h>

int sock_desc;

sock_desc = socket(PF_INET, SOCK_STREAM, 6);
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Connect system call:

¥ Used by Client:

¥ Initiate a connection on a socket (Active Open in TCP).

¥ Attempts to make a connection with the other end-point (the Server).

#include <sys/types.h>

#include <sys/socket.h>

int connect(int s, struct sockaddr *name, int namelen);

¥ s: Þle descriptor of socket; returned by (earlier) call to socket .

¥ name: address of the socket data structure; must Þll-in this structure before calling connect.

¥ namelen : length of name data structure; sizeof(name) .
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¥ Data Structure (from /usr/include/netinet/in.h  on lectura):
/* 

 * IPv4 Socket address.

 */
struct sockaddr_in {
        sa_family_t     sin_family;
        in_port_t       sin_port;
        struct in_addr  sin_addr;
#if !defined(_XPG4_2) || defined(__EXTENSIONS__)
        char            sin_zero[8];
#else
        unsigned char   sin_zero[8];
#endif /* !defined(_XPG4_2) || defined(__EXTENSIONS__) */
};

¥ sin_family : speciÞes protocol to use:

¥ PF_INET for either of the Internet protocols (TCP or UDP).

¥ sin_port : port number for this (local) socket.

¥ sin_addr : the IP host address.

¥ Three Þelds to completeÉ
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struct sockaddr_in sin;

¥ First Þeld:

sin.sin_family = PF_INET;

¥ Second Þeld:  sin.sin_port  

¥ Use getservbyname  which takes two string arguments: service name, transport.

¥ from /usr/include/netdb.h :
struct  servent {
        char    *s_name;        /* official service name */
        char    **s_aliases;    /* alias list */
        int     s_port;         /* port # */
        char    *s_proto;       /* protocol to use */
};

¥ Use in program as:
struct servent *serv_ptr;
serv_ptr = getservbyname(ÓfingerÓ, ÒtcpÓ);
if (serv_ptr != NULL)
   sin.sin_port = serv_ptr->s_port;
else {
   /* error occurred ... */
}

¥ Note: the port value is returned in network byte order; thus, htons()  is not needed here.

¥ Can use the port number directly, if known. Use htons()  to get the byte order right:
sin.sin_port = htons(9997);
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¥ Third Þeld: host address.  Two ways this might be done: by IP address or by host name.

¥ IP address: For example, lecturaÕs IP address is 192.12.69.186

¥ But, we need a 32-bit integer.

¥ Example: convert to hexadecimal:

/* IP address for lectura */

sin.sin_addr.s_addr = 0xC00C45BA;

¥ Fortunately, there is a function that will compute this for us:

in_addr_t inet_addr(const char *cp);

¥ Takes a string that contains the IP address. For example:

in_addr_t address;

address = inet_addr("192.12.69.186");
if ( address == -1 ) {
      /* handle error here... */

}
memcpy(&sin.sin_addr, &address, sizeof(address));

192

1100  0000

12

0000  1100

69

0100  1001

186

1011  1010

C0 0C 45 BA
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¥ Third Þeld: host address.  Two ways this might be done: by IP address or by host name. (continued)

¥ Starting with the hostname; i.e., lectura.cs.arizona.edu

¥  gethostbyname()  used in this case.

#include <netdb.h>

struct hostent *gethostbyname(const char *name);

¥ From /usr/include/netdb.h :

struct  hostent {
        char    *h_name;        /* official name of host */
        char    **h_aliases;    /* alias list */
        int     h_addrtype;     /* host address type */
        int     h_length;       /* length of address */
        char    **h_addr_list;  /* list of addresses from name server */
#define h_addr  h_addr_list[0]  /* address, for backward compatiblity */
};

¥  gethostbyname()  allocates space for the struct hostent  and Þlls in the details for the requested host:

struct hostent *hptr;

if ((hptr = gethostbyname(hostName)) == NULL) {

   /* handle error... */

}

memcpy (&sin.sin_addr, hptr->h_addr, hptr->h_length);
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Reading Variations on Sockets

¥ Basic idea for a client:

char query[100];

write(sock_desc, query, strlen(query));

while ( (n = read(sock_desc, buf, BUFLEN-1)) > 0 ) {

   buf[n] = Ô\0Õ;

   fputs(buf, stdout);

}

¥ Assumes:

¥ Single query

¥ (Potentially) large amount of data in response

¥ Read loop exits when end-of-Þle (EOF) encountered; sent when the server closes the connection.
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¥ Suppose:

¥ Need multiple queries (and responses) on a single connection:

loop:

write query

read response

¥ How to tell when one response is Þnished? The server cannot send EOF.  (Why not?)

¥ One solution:

¥ Server sends a speciÞed number of characters in the response.

char buffer[BUFLEN], *bufpr;
int  buflen;
bufptr = buffer;
buflen = BUFLEN;
while ( (buflen > 0) && (n = read(sock_desc, bufptr, buflen)) > 0 ) {
   bufptr = bufptr + n;
   buflen = buflen - n;
}

¥ Loop read bytes until speciÞed number is read.

¥ Why canÕt a single read be used? I.e.,

n = read(sock_desc, buf, BUFLEN);
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¥ Another solution:  Can read until a designated character is found.

¥ i.e., look for a newline character:

found = 0;

while ( ! found && ((n = read(sock_desc, bufptr, 1)) > 0) ) {

   if ( *bufptr == Ô\nÕ )

      found = 1;

   else

      bufptr++

¥ Fall out of loop when a newline is found, or when EOF is found.
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UDP Clients

¥ Differences from TCP case:

¥ Specify the server, rather than connect to the server.

¥ Close the socket, rather than the connection.

¥ Specify the server:

¥ UDP is connectionless; i.e., no virtual circuit is kept open between the client and the server.

int sock_desc, result;

struct sockaddr_in sin;

sock_des = socket(PF_INET, SOCK_DGRAM, 17);

/* fill-in values for sin as before */

result = connect(sock_desc, (struct sockaddr *)&sin, sizeof(sin));

¥ So, what is different?

¥  connect  does not contact the server on the other side.

¥  connect  only stores the information about the connection in the local socket data structure.

¥  No communication takes place until the data is sent.
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¥ UDP sockets can be connected or unconnected:

¥ Connected:

¥ IP address and port are speciÞed in the call to connect ; i.e., the Þelds for sin  are Þlled in when connect 
is called.

¥ Data can then be sent with write :

result = write(sock_desc, buffer, buffer_length);

¥ Unconnected:

¥ IP address and port are not speciÞed in the call to connect ; i.e., the Þelds for sin  are not Þlled in.

¥ Cannot use write  to send data, since write  assumes a socket with an already speciÞed connection. Use 
sendto  instead:

/* fill-in sin for this messageÉ */

result = sendto(sock_desc, buffer, buffer_length, flags, (struct sockaddr *)&sin, 
sizeof(sin));

¥ Note: flags  is typically zero.
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¥ Reading data from a UDP socket:

   result = read(sock_desc, buffer, msg_length);

¥ No loop needed. UDP sends datagrams, all the bytes in the datagram are delivered to the application in one 
chunk.

¥ msg_length  = expected size of the datagram.

¥ buffer  must have a size >= msg_length .

¥ Close the socket, rather than the connection:

   result = close(sock_desc);

¥ Same syntax as the TCP case.

¥ Only frees the local socket data structures.

¥ Does not send EOF to the other side.

¥ Does not communicate with the other side (UDP is connectionless).
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Server Algorithms

¥ DeÞnition of a Server:

¥ Any program that waits for incoming connections and handles these requests from Clients.

¥ Basic idea:

¥ Create a socket.

¥ Bind (not connect) it to the Òwell-knownÓ port for the service.

¥ InÞnite loop:

¥ Accept request (accepts the connection from the client).

¥ Process the request

¥ Formulate the reply

¥ Send the reply to the client
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¥ Four Basic Server Types:

¥ Iterative Server:

¥ Handles one client at a time

¥ Answers  all requests for that client.

¥ Concurrent Server:

¥ Handles multiple clients simultaneously.

¥ Creates a copy of itself to handle each client.

¥ Iterative Server:

+ Easy to implement.   Easy to debug.

Ð Slow service:

¥ One client with a long request can prevent many clients with small requests from receiving prompt 
service.

Ð Limited queuing:

¥ O.S. can (and does) limit the number of pending client requests.

Iterative
Connectionless

Iterative
Connection-oriented

Concurrent
Connectionless

Concurrent
Connection-oriented
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¥ Concurrent Server:

¥ Handles multiple clients simultaneously.   Creates (fork Õs) copies of itself.

¥ When the server acceptÕs a connection from a client:

¥ Create a copy of the server.

¥  fork

¥  execl  (not always needed)

¥ The copy of the server:

¥ loop:

¥ Receive request from the client.

¥ Process request.

¥ Send reply to client.

¥ Parent:

¥ Listens for requests from other clients.
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Creating a socket and bind Õing to it:

¥ The prototype for bind :

#include <sys/types.h>
#include <sys/socket.h>

int bind(int s, const struct sockaddr *name, int namelen);

¥ Server creates the socket in the normal way:

sock_desc = socket(PF_INET, SOCK_STREAM, 6);
if (sock_desc < 0) {
   /* handle the errorÉ */
}

¥ Bind creates the local endpoint for the server Ñ Òpassive listenÓ. No one to talk to yet, so cannot use connect .

sin.sin_family = PF_INET;
sin.sin_port = /* correct Òwell-knownÓ port here for service */
/* INADDR_ANY means we will accept connection from anyone. */
sin.sin_addr.s_addr = INADDR_ANY;
result = bind(sock_desc, (struct sockaddr *)&sin, sizeof(sin));
if (result < 0) {
   /* handle the errorÉ */
}
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¥ Server now waits for a connection request from a client:

¥ What if a burst of connection requests arrive faster than the server can handle them?

¥ O.S. can queue the requests.  Server must request this using listen :

#include <sys/types.h>
#include <sys/socket.h>
int listen(int s, int backlog);

if ( (type == SOCK_STREAM) && (result = listen(sock_desc, 10) < 0) )
   /* handle the errorÉ */
}

¥ There is (sometimes) an upper limit to the number of requests the O.S. will allow.
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¥ Accepting connection requests.

#include <sys/types.h>
#include <sys/socket.h>

int  accept(int s, struct sockaddr *addr, socklen_t *addrlen);

¥ Either:

¥ Returns the next connection request in the queue on that socket, or

¥ Blocks until a connection request has arrived.

¥ Creates a new socket for this connection.  (Why?)

¥ s is the socket the Server is listening to.

¥ addr  will be the address (IP + port) of the client that sent the connection request.

¥ addrlen  is an in/out parameter:

¥ in Ñ size of the storage allocated for addr .

¥ out Ñ actual size of the information placed in addr .

¥ Returns:

¥ (new) socket for communicating with this client.

¥ Leaves original socket free to accept new connections.
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One Server, many ports; the inetd  approach.

¥ Use socket  and bind  to create each port that your server will listen to.

¥ CanÕt use accept()  since it will block if there is not a request on that port. Use select  Þrst:

#include <sys/time.h>

int select(int nfds, fd_set *readfds, fd_set *writefds,
           fd_set *errorfds, struct timeval *timeout);

void FD_SET(int fd, fd_set *fdset);
void FD_CLR(int fd, fd_set *fdset);
int  FD_ISSET(int fd, fd_set *fdset);
void FD_ZERO(fd_set *fdset);
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¥ Example: One port with a timeout.
        fd_set listen;           /* bit mask for listening on socket */
        struct timeval timeout;  /* timeout for select call */
        int nfound;              /* number of pending requests that select() found */

        /* need to wait for a message or a timeout */
        FD_ZERO(&listen);                   /* zero the bit map */
        FD_SET(my_port->sock_num, &listen); /* call FD_SET for each  socket */

        /* set seconds + micro-seconds of timeout */
        timeout.tv_sec = sch_timeout;
        timeout.tv_usec = 0;

        nfound = select(my_port->sock_num + 1, &listen, (fd_set *)0, (fd_set *)0, &timeout);

        if (nfound == 0) {
            /* handle time out hereÉ */
        }
        else if (nfound < 0) {
            /* handle error hereÉ */

        }
        /* Safe to call accept() now, since we know there is a pending request. */

¥ If listening to more than one port (Þle descriptor), use FD_ISSET to determine if a speciÞc port has a pending 
request.
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Zombies.

¥ When a process terminates, the Operating System:

¥ Closes all open Þles.

¥ Including open sockets.

¥ Including stdin, stdout, stderr.

¥ Frees the Open File Table.

¥ Releases memory.

¥ Global + head memory.

¥ Stack memory.

¥ Saves exit status code in the Process Table entry.

¥ Does not release the Process Table entry!

¥ Sends SIGCHLD signal to the parent.

68
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¥ Signals are generated by internal or external events.

¥ Internal examples:

¥ SIGSEGV, invalid memory reference

¥ SIGFPE, ßoating point exception

¥ External examples:

¥ SIGKILL , termination signal; i.e., kill -9 <process-id>

¥ SIGQUIT, quit from the keyboard.

¥ Each signal has a default action:

¥ Terminate the process.

¥ Ignore the signal.

¥ Dump core (also terminates the process)

¥ Stop the process.
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Signal from a child: SIGCHLD.

¥ Operating System sends this signal to a process anytime one of its children terminates.

¥ Default action:  Parent ignores the signal

¥ Zombie:

¥ Process entry for the child remains.

¥ Contains the childÕs process id and exit status (the reason the child termianted).

¥ Remains until:

¥ Parent retrieves exit status information, or

¥ Parent terminates.

¥ Normally, SIGCHLD can be safely ignored.

¥ But, a server executes ÒforeverÓ Ñ days, months, ...

¥ Can not allow the ZombieÕd children to accumulate; would eventually overßow the process table.
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¥ Two steps to remove ZombieÕs:

1. Do not ignore SIGCHLD; implies we have to change the default action.

2. Perform a wait , or waitpid , for each terminated child.

¥ Step 1: Changing the default action for a SIGCHLD signal.

¥ The new action is, typically, a function:

¥ Returns a void .

¥ Takes one argument, an int .

void reaper(int sig);

...

(void) signal(SIGCHLD, reaper);
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(void) signal (SIGCHLD, <function-name>);

signal to change new action for signal
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¥ Step 2: perform waitpid  for each terminated child:

¥ See man waitpid .

¥ Parent waits for the child:

¥ Receives exit status for the child.

¥ Can block to wait for child to terminate, or not.

¥ Can ask for status of a particular child.

¥ Use childÕs process_id for the Þrst argument.

¥ Not useful for a server.

¥ Can wait until the child has stopped.

¥ Use 0 for the last argument.

¥ Will block parent if the child has not already stopped.

¥ Not useful for a server.
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int status, kidpid;

...

kidpid = waitpid ( 0, &status, WNOHANG );

results for any 1 child

exit status of child

donÕt block
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¥ Change the default action before the main Server loop starts.

void reaper(int sig);

...

(void) signal(SIGCHLD, reaper);

¥ Function reaper: get the status of the terminated child.

void

reaper(int sig)

{

   int status, kidpid;

   kidpid = waitpid( 0, &status, WNOHANG);

   /* can print, ignore, do something with kidpid and status */

   (void) signal(SIGCHLD, reaper);

} /* reaper */

¥ Note the call to signal within reaper. This is necessary to re-set the default action for SIGCHLD!

¥ Can put waitpid  inside a loop to check for multiple children who may have stopped.

¥ waitpid  returns zero when all currently available exit statuses have been returned.
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¥ Another problem is lurking in the main server loop!  Consider:
while (1) {

   addr_len = sizeof(from_sin);

   from_sock = accept(sock_desc, (struct sockaddr *)&from_sin, &addr_len);

   if ( from_sock < 0 ) {

      perror(Óaccept error Ò);

      exit(1);

   }

¥ If the Server is blocked on the accept , when SIGCHLD is raised:

¥ accept()  will return an error:  Interrupted system call, EINTR.

¥ Server exits with error because we wanted to clear the Zombie.

¥ Solution: check explicitly for EINTR error.
   if ( from_sock < 0 ) {

      if ( errno == EINTR )

         continue;  // continues the main server loop

      perror(Óaccept error Ò);

      exit(1);

   }

¥ Any system call can be affected by a SIGCHLD signal.

¥ This includes select() .

¥ It is likely the Server will be blocked on some system call, like accept  or select , when the signal occurs.
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Message Passing in MPD:

¥ Can declare a communication ÒpathÓ.

op name(fields/formats)

proc name (formals) {

   ...body of name...

}

¥ A procedure = op + proc

¥ Communication patterns:
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invoke service effect

call proc procedure call

send proc create a thread

send receive() asynchronous message passing

call receive() rendezvous
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Message Passing in MPD, continued:

¥ resource Ñ similar to a ÒclassÓ.

¥ All MPD programs start with one instance of one resource Ñ main.

¥ Programs can create instances of other resources.

¥ The resources can be placed on different machines.

¥ op type

op name (formal arguments)

¥ maps to one of three statements in the body:

¥ proc  Ñ becomes either a procedure call or creates a new thread:

call name (arguments)   # a procedure call

name (arguments)        # a procedure call -- "call" is assumed

send name (arguments)   # a new thread is created and a message is sent to it

¥ receive  Ñ an existing thread receives the operation:

resource_name.name(arguments)   # message is sent to an existing thread

¥ in  Ñ rendezvous with an existing process; synchronization is implied (see Section 8.2).
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Message Passing in MPD, continued:

¥ Declare the opÕs in the resource speciÞcation:

resource sample()

   op values(int, int);

¥ Declare the implementation in the body:

¥ As a proc :

body

   proc values(int x, int y) {

      ... code for the proc...

   }

¥ As a receive :

body

   process zap {

      ... some code here, as needed ...

      receive values(my_x, my_y);

      ... more code here, as needed ...

   }
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Message Passing in MPD, continued:

¥ Virtual machines.

¥ Distributed memory programming.

¥ Each virtual machine is an address space.

¥ Thus, they are ÒdistributedÓ memory even when several are executing on the same physical machine.

¥ Created dynamically:

¥ Declare a resource spec and a body:

resource Sample
...
body Sample (int, int, int)
   process ...

¥ In the speciÞcation of another resource:

resource zap
   cap Sample scap    # a capability  for an instance of Sample
body
   ...
   scap = create Sample(i, numProcess, numRounds)

¥ Establishes a different address space (i.e., does a Unix fork ).

¥ Creates an instance of sample , assigns its capability (a reference to the instance) to scap .

¥ One resource can invoke an op within another resource using the capability.

78

7 Ñ Message PassingCSc 422 Ñ Parallel & Distributed  Programming

Message Passing in MPD, continued:

¥ To distribute instances on different physical machines:

vc = create vm() on "voltron";     # create an address space on another machine

scap = create Sample(i, numProces, numRounds) on vc  # start a thread on

                                                     # another machine

¥ Can now use scap  to send messages to opÕs; that is, invoke an op, that is deÞned with Sample :

scap.zap(x)   # send msg to zap within instance scap of Sample

¥ myresource()  Ñ analogous to self  in Java.

¥ Returns a capability for the resource in which the function is called.

¥ Can create an array of capabilities:

cap Sample scap[numSamples];

¥ Can then create multiple instances of Sample :

for [i = 1 to numSamples] {

   scap[i] = create Sample(i, numProcess, numRounds);

}

scap[3].zap(x);   # send msg to op zap that is within the third instance of Sample
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Message Passing in MPD, continued:

¥ Example: exchange values between two 
processes:

/* A message-passing program using shared
 * operations to exchange values between
 * processes. The exchange is programmed
 * using a heartbeat algorithm as in
 * Figure 7.12, page 315.
     mpd -o exchange exchange.mpd
     Usage: exchange numProcs numRounds
 */

resource exchange()
  int numProcs = 1;  getarg(1, numProcs);
  int numRounds = 1; getarg(2, numRounds);

  op values[numProcs](int);

  process Worker[i = 1 to numProcs] {
    int myvalue, maxvalue, newvalue;
    for [j = 1 to numRounds] {
      # generate a new random value,
      # in the range 0...1000
      myvalue = int(ceil(random(1000)));

      # send my value to other processes
      for [k = 1 to numProcs st k != i]{
        send values[k](myvalue);
      }
      # receive numProcs-1 other values &
      # find maximum
      maxvalue = myvalue;
      for [k = 1 to numProcs-1] {
        receive values[i](newvalue);
        maxvalue = max(maxvalue, newvalue);
      }

      # Worker 1 prints the result after
      # each round
      if (i == 1) {
        write("round", j,
          "-- maximum value is", maxvalue);
      }
    }
  } /* Worker */
end
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Message Passing in MPD, continued:

¥ Example: simple distributed sort (see slide #24)

/* A simple distributed sort version.  Uses multiple virtual machines
 *    mpd -o sorting Worker.mpd main.mpd
 *    Usage:  sorting numProcs numRounds
 */

resource Worker
  # visible operations
  op values(int, int);
  op posit(int, int);
  op workerLinks(cap Worker links[*]);

body Worker(int id, int numProcs, int numRounds)

  process worker {
    cap Worker links[numProcs];   # capabilites for all workers

    int myvalue, values[1:numProcs], newvalue, position, otherid;

    write("Worker", id, "has been created on machine", mymachine());

    # receive capabilities for all workers, including myself
    receive workerLinks(links);

    write("Worker", id, "starting rounds");
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Message Passing in MPD, continued:

    # repeated sort of values
    for [j = 1 to numRounds] {

      # generate new random value  0...1000
      myvalue = int(ceil(random(1000)));

      # send my value to other processes
      for [k = 1 to numProcs st k != id] {
        send links[k].values(myvalue, id);
      }

      # receive numProcs-1 values &
      # find position of my value
      position = 1;
      for [k = 1 to numProcs-1] {
        receive myresource().values(
              newvalue, otherid);
        if (newvalue < myvalue) {
          position++;
        }
        else if (newvalue == myvalue and
                 otherid < id) {
          position++;
        }
      }

      # tell everyone position of my value
      values[position] = myvalue;
      for [k = 1 to numProcs st k != id] {
        send links[k].posit(
              myvalue, position);
      }

      # create array from everyone's value
      for [k = 1 to numProcs-1] {
        receive myresource().posit(
              newvalue, position);
        values[position] = newvalue;
      }

      # one worker prints the array after
      # each round
      if (id == j) {
        write();
        write("round", j,
              "printed by worker", id);
        for [k = 1 to numProcs] {
          write("\t",  values[k]);
        }
      }
    }
  }

end # Worker
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Message Passing in MPD, continued:

/* A simple distributed sort version.  Uses 
multiple virtual machines
 *    mpd -o sorting Worker.mpd main.mpd
 *    Usage:  sorting numProcs numRounds
 */

resource main()
  # to use the interface exported by the
  # Worker resource
  import Worker;

  int numProcs = 1;  getarg(1,numProcs);
  int numRounds = 1; getarg(2,numRounds);
  
  # array of capabilities for Worker
  # resources
  cap Worker wcap[numProcs];
  cap vm vc

  # create instances of Worker resource
  for [i = 1 to numProcs] {
    if (i % 2 == 0) {
      vc = create vm() on "lectura"
      wcap[i] = create Worker(i, numProcs,
                    numRounds) on vc
    }
    else {
      wcap[i] = create Worker(i, numProcs,
                    numRounds) on myvm()
    }
  }
  # give each Worker capabilities for
  # all Workers
  for [i = 1 to numProcs] {
    send wcap[i].workerLinks(wcap);
  }

  final {
    write("  ************************")
    write("all workers have terminated");
  }
end
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