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PREFACE

Icon is a high-level, general-purpose programming language that offers a broad
range of string- and list-processing facilities. It also has a novel expression
evaluation mechanism and allows an unusual degree of run-time flexibility.
Because of these features, implementing Icon presents problems considerably
different from those involved with implementing more traditional languages like
Pascal or C.

This book is a study of an implementation of Icon. It differs from the usual
books on compilers in emphasizing the implementation of run-time facilities and
handling of sophisticated language features.

Icon has been implemented for a wide range of computers, from those run-
ning UNIX and VAX/VMS to personal computers running MS-DOS. This is a
description of a real implementation in wide use; it is not a toy. The code that
appears in the book is real code, as it appears in the source.

Readers of this book should have a general familiarity with programming
languages and a general idea of what is involved in implementing a complex
software system. Icon is written in C; a reader who has experience with that
language will find the extensive examples written in C helpful. A reader who has
no C experience, however, can skip the C examples and still grasp the general
discussion.

Several groups of readers will find this book especially useful. One is the
community of individual designers and experimental implementors who want to
implement a language like Icon or to extend an existing implementation of Icon.
Another group includes the growing number of sophisticated personal computer
users who wish to explore languages like Icon. A third group is the academic
community concerned with programming-language implementation techniques.
In this context, the book is useful for personal research as well as for courses in
programming-language implementation issues and techniques, advanced com-
piler design, and in-depth studies of high-level programming languages and their
implementations.

This book does not attempt to cover all aspects of the implementation of
Icon. Instead, it concentrates on central issues and on the more interesting and
novel portions of the implementation. Persons who are interested in the details
of the implementation, and especially those who want to modify the implementa-
tion, will find the source code to be a valuable adjunct to this book. This source
code is in the public domain and is readily available. It is important to have the
correct version, 6.2, for use with this book, since there are other versions that are
considerably different.
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Requests for Icon and its source code or for other information about Icon
may be directed to:

Icon Project

Department of Computer Science
The University of Arizona
Tucson, Arizona 85721
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CHAPTER 1

Introduction

PersPECTIVE: The implementation of complex software systems is a fascinating
subject—and an important one. Its theoretical and practical aspects occupy the
attention and energy of many persons and it consumes vast amounts of computa-
tional resources. In general terms, it is a broad subject ranging from operating
systems to programming languages to data-base systems to real-time control sys-
tems, and so on.

Past work in these areas has resulted in an increasingly better understanding
of implementation techniques, more sophisticated and efficient systems, and
tools for automating various aspects of software production. Despite these
advances, the implementation of complex software systems remains challenging
and exciting. The problems are difficult, and every advance in the state of the art
brings new and more difficult problems within reach.

This book addresses a very small portion of the problem of implementing
complex software systems—the implementation of a very high-level program-
ming language that is oriented toward the manipulation of structures and strings
of characters.

In a narrow sense, this book describes in some detail an implementation of a
specific programming language, Icon. In a broader sense, it deals with a
language-design philosophy, an approach to implementation, and techniques that
apply to the implementation of many programming languages as well as related
types of software systems.

The focus of this book is the implementation of programming-language
features that are at a high conceptual level—features that are easy for human
beings to use as opposed to features that fit comfortably on conventional com-
puter architectures. The orientation of the implementation is generality and flexi-
bility, rather than maximum efficiency of execution. The problem domain is
strings and structures rather than numbers. It is these aspects that set the imple-
mentation of Icon apart from more conventional programming-language imple-
mentations.
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1.1 IMPLEMENTING PROGRAMMING LANGUAGES

In conventional programming languages, most of the operations that are per-
formed when a program is executed can be determined, statically, by examining
the text of the program. In addition, the operations of most programming
languages have a fairly close correspondence to the architectural characteristics
of the computers on which they are implemented. When these conditions are
met, source-code constructs can be mapped directly into machine instructions for
the computer on which they are to be executed. The term compilation is used for
this translation process, and most persons think of the implementation of a pro-
gramming language in terms of a compiler.

Writing a compiler is a complex and difficult task that requires specialized
training, and the subject of compilation has been studied extensively (Waite and
Goos 1984; Aho, Sethi, and Ullman 1985). Most of the issues of data representa-
tion and code generation are comparatively well understood, and there are now
many tools for automating portions of the compiler-writing task (Lesk 1975;
Johnson 1975).

In addition to the compiler proper, an implementation of a programming
language usually includes a run-time component that contains subroutines for
performing computations that are too complex to compile in-line, such as input,
output, and mathematical functions.

Some programming languages have features whose meanings cannot be
determined statically from the text of a source-language program, but which may
change during program execution. Such features include changes in the meaning
of functions during execution, the creation of new data types at run time, and
self-modifying programs. Some programming languages also have features, such
as pattern matching, that do not have correspondences in the architecture of con-
ventional computers. In such cases, a compiler cannot translate the source pro-
gram directly into executable code. Very high-level operations, such as pattern
matching, and features like automatic storage management significantly increase
the importance and complexity of the run-time system. For languages with these
characteristics—languages such as APL, LISP, SNOBOL4, SETL, Prolog, and
Icon—much of the substance of the implementation is in the run-time system
rather than in translation done by a compiler. While compiler writing is rela-
tively well understood, run-time systems for most programming languages with
dynamic features and very high-level operations are not.

Programming languages with dynamic aspects and novel features are likely
to become more important rather than less important. Different problems benefit
from different linguistic mechanisms. New applications place different values on
speed of execution, memory requirements, quick solutions, programmer time and
talent, and so forth. For these reasons, programming languages continue to proli-
ferate. New programming languages, by their nature, introduce new features.

Introduction 5

All of this creates difficulties for the implementor. Less of the effort involved in
implementations for new languages lies in the comparatively familiar domain of
compilation and more lies in new and unexplored areas, such as pattern matching
and novel expression-evaluation mechanisms.

The programming languages that are the most challenging to implement are
also those that differ most from each other. Nevertheless, there are underlying
principles and techniques that are generally applicable, and existing implementa-
tions contain many ideas that can be used or extended in new implementations.

1.2 THE BACKGROUND FOR ICON

Before describing the Icon programming language and its implementation, some
historical context is needed, since both the language and its implementation are
strongly influenced by earlier work.

Icon has its roots in a series of programming languages that bear the name
SNOBOL. The first SNOBOL language was conceived and implemented in the
early 1960s at Bell Telephone Laboratories in response to the need for a pro-
gramming tool for manipulating strings of characters at a high conceptual level
(Farber, Griswold, and Polonsky 1964). It emphasized ease of programming at
the expense of efficiency of execution; the programmer was considered to be a
more valuable resource than the computer.

This rather primitive language proved to be popular, and it was followed by
successively more sophisticated languages: SNOBOL2, SNOBOL3 (Farber,
Griswold, and Polonsky 1966), and finally SNOBOL4 (Griswold, Poage, and
Polonsky 1971). Throughout the development of these languages, the design
emphasis was on ease of programming rather than ease of implementation
(Griswold 1981). Potentially valuable features were not discarded because they
might be inefficient or difficult to implement. The aggressive pursuit of this phi-
losophy led to unusual language features and to challenging implementation
problems.

SNOBOLA4 still is in wide use. Considering its early origins, some of its
facilities are remarkably advanced. It features a pattern-matching facility with
backtracking control structures that effectively constitutes a sublanguage. SNO-
BOL4 also has a variety of data structures, including tables with associative
lookup. - Functions and operators can be defined and redefined during program
execution. Identifiers can be created at run-time, and a program can even modify
itself by means of run-time compilation.

Needless to say, SNOBOL4 is a difficult language to implement, and most
of the conventional compilation techniques have little applicability to it. Its ini-
tial implementation was, nonetheless, sufficiently successful to make SNOBOL4
widely available on machines ranging from large mainframes to personal com-
puters (Griswold 1972). Subsequent implementations introduced a variety of
clever techniques and fast, compact implementations (Santos 1971; Gimpel





















































































































































































































































































































































































































































































































