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Abstract ror bound. A popular approach has been to compute online

synopsis on data streams in a limited space and use the synop-

In recent years, there has been a rising interest in develosis for approximate query processing. Some of the key chal-
ing online approximation algorithms for data streams. Soméenges that arise in the streaming environment are (a) to de-
of the key challenges are posed by the fact that streamirglop a synopsis data structure that requires sfua@rithmic
data can be read only once in a fixed order of arrival andor poly-logarithmicin the length of the stream and (b) to com-
only a limited amount of memory is available for storage. Inpute the synopsis in a single pass over the stream by ingurrin
this paper, we address the problem of approximately cogntina small per-element processing cost. Several theoretizhl a
tree patterns over a stream of labeled treesg( XML doc- experimental studies have been conducted such as online com
uments). We propose a new approximation algorithm callegiutation of frequency moments [3], join size estimatioril[P],
Sket chTr ee that computes a synopsis of the stream in @nline quantile computation [13, 14], and tracking frecedn
single pass by processing each tree only once. Using a lingments [9, 21].
ited amount of memongket chTr ee provides approximate The utility of tree structures spans across many areas such
answers for both ordered and unordered tree pattern countas modeling XML documents, representing phylogenies in bio
Furthermore, we discuss a class of count queries that can Begical applications, networks, web log analysis and solon.
handled bySket chTr ee and their utility. We provide theo- day, the extensible markup language XML is a popular stahdar
retical analyses to show that our algorithm has provablgsty  for information representation and exchange on the Int¢she
guarantees on the error bounds. Experiments on real datasdilany emerging applications such as personalized newsk stoc
demonstrate tha®ket chTr ee can indeed estimate tree pat- quotes, and price alerts have become popular over the Inter-
tern counts within 10-15% relative error with high confidenc net. The rich data and query semantics provided by XML has
under various situations. triggered several research attempts to build selectivaimd-
tion dissemination systems [4, 18], content-based rouyrsgy
tems [10, 27] and XQuery processors [17, 20] for streaming
XML data. There is a growing interest in developing software
systems for efficiently processing XML streams.
) While finding all occurrencef a query pattern in tree

In recent years, the area of data stream processing has &gructured data such as XML documents is one of the core
ceived much attention with key focus on developing onlinre a'operations on stored data.g, XISS [19], TwigStack [7],
gorithms using a limited amount of memory. The algorithmsysgeneric¢ [16], PRIX [26]), it may not always be necessary
are single-pass in nature in that every stream element i-€Xato do so for the purpose of analyzing trends in the online/acti
ined only once. Internet service providers, e-commerce-Confies. Rather it may be desireddountall matching occurrences

panies and applications such as network monitoring andsengrom streaming data in a real-time fashion without consigmin
data collection, constantly gather and analyze a large amoUoo much computing resource.

of data to detect trends and/or anomalies in their systeims. T

volume of data generated by these applications obviates aEy .

traditional indexing and storing techniques. As a resui¢hs - roblem Description

applications necessitate efficient algorithms that carvigeo

statistics or summaries on the data using a limited amount of |n this paper, we propose a new algorithm called

memory. Sket chTr ee for approximately counting all matching occur-
Recent research in data streaming has focused on developnces of a tree pattern in a stream of labeled trees. Canside

ing approximation algorithms with strong guarantees orethe the problem of counting the number of matches of a query pat-
s work was soonsored in part by National Science FouosGA tern@ in a stream of trees processed from left-to-right shown

REER Award (||s-937go37), NSF Grant ﬁs-0100436, and NSEeaesh In- 11 Figure 1. The queryy contains a root nodel with B and

frastructure program EIA-0080123. It was also supportedhayProp 301 C as its children. Suppose We_Want to count thostered
Fund from the State of Arizona. The authors assume all resipiéity for the ~ Matchegor () whereB precedeg’ in the data. Treé) has two

contents of the paper. matches and treg; has one match. Suppose we want to count
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Figure 1. A Stream of Labeled Trees and a Query

Pattern Figure 2. Streaming Model for Sket chTr ee

thoseunordered matchef®r Q with no ordering constraint be- Would be useful to provide a method that approximately count
tweenB andC, then treeT’, has two matches. (The matching all matching occurrences of any tree pattern using a substan
nodes in the trees are shown in bold and the matching edgéally smaller amount of memory than that required for aater
are drawn thick.) We shall use the above semantics for quefpunts.

pattern matching in our work, which is slightly differenof The main contributions of this paper are summarized as fol-
the XPath query semantics for XML. The details of the querjows.

semantics oSket chTr ee are discussed in Section 2.1, ) o .

To the best of our knowledge, this work is the first attempt ® We propose a new online approximation algorithm
to address the problem of counting tree pattern matches over Sket chTree for counting tree patterns over a stream
streaming labeled trees such as XML documents using a lim-  Of labeled trees using a limited amount of memory with
ited amount of memory. Formally, we state the tree pattern ~ provably strong error bounds.

counting problem as follows. )
e We show thatSket chTr ee can estimate counts for a

Given a stream of labeled trees that are looked at only class of queries that includes both ordered and unordered
once in the fixed order in which they arrive, count all tree patterns.

matching occurrences of a tree pattern in the stream

so far. e To reduce the memory requirementSKet chTr ee for

guaranteeing a certain level of accuracy, we propose two
strategies that aim at reducing the self-join size of a
stream.

Note that this problem is fundamentally different from the
problem of filtering for selective information dissemirati[4,

18], where user profiles are represented as standing XPath
queries. In the aforementioned tree pattern counting propl
there exisho standing queries to begin with, aadytree pat-

tern can be thrown as a queryaty moment in time during
stream processing.

e We have developed an intuitive algorithigmumT'ree for
efficiently enumerating all the tree patterns in a tree with
at mostk edges each.

e \We have validated the effectivenessSkfet chTr ee us-

Motivations and Contributions ing two real datasets with different characteristics.

To motivate why an approximate counting strategy may be The rest of this paper is organized as follows. In Section 2,
more desirable than tracking counts accurately, let usidens e provide an overview of the streaming model for labeled
a finite symbol sek. In order to accurately count the numbersjs data structure used ket chTr ee with theoretical anal-
of occurrences for any tree patternohodes, it is necessary yses. Section 4 discusses a class of count queries supported
to maintain a counter for each of all possible tree pattefns o by Sket chTr ee with some use cases. Section 5 discusses
nodes. If all _no_de labels in the trees are ignored, then tia¢ to strategies to improveket chTr ee’s processing cost and es-
is given by L x 2n—2 [12]. Since each node in an unla- Sket chTr ee followed by experimenta_l re_sults in S_ection 7.

" n—1 Lastly, Section 8 summarizes the contributions of this pape
beled tree pattern can be assigned any one of the lab&ls in
the number of counters required in the worst case, to count . . .
q o — 2 3. Streaming Model and Basic Techniques

possible labeled tree patternssofodes, is%x ( n—1

x|X|™ in the worst case. In the worst case, each counter re- We begin with a brief description of the streaming model

quireslg(m) bits, wherem is the total number of tree patterns used bySket chTr ee. As s illustrated in Figure 2, a synopsis

in the stream. data structure is continuously updated, while each of &bel
Therefore, the memory requirement may be impracticallyrees €.g, XML documents) are processed. At the end of time

too high for most realistic applications with non-trividbha- t5, three trees have been processed by the system. In the figure,

bet sizeX| and tree size.. For applications that only need ap- a count query for) is issued at time¢s and the system returns

proximate counts with provable guarantees on error bounds,an approximate answer.



2.1. Query Semantics x4) (*5)

Query patterns supported byket chTr ee are labeled 3 Y2 @4
trees. The edges in a quefydenote a parent-child relation- ‘ | |

ship between nodes (similar to /' axis in XPath). In this pap @2 (dummy.1) (dummy.$

we restrict) to contain only equality predicates. A value in a (dummy.1)

predicate is treated as a node label. For the stream pracesse

so far, we us€ OU NT'(Q) to denote the number of all occur- (a) Patterriy (b) Patterril’

rences ofy in the stream, where the matches amnorderedn

nature. In addition, we us€eOU NT,,.4(Q) to denote the num- )

ber of all occurrences da, where the matches acederedin Figure 3. Example Tree Patterns

nature. Sket chTr ee reports approximate answers for such . . -
queries. We shall use the notatioRF'(-) to denote a family of pairing

functions fork-tuples By applying pairing functions on the

ordered pairs of node labels, a stream of labeled trees can be

mapped to a stream of integers (or one-dimensional points).
¥isting techniques for computing point estimates withtied

It should be noted that our query semantics is slightly dif
ferent from XPath, in the sense thgitet chTr ee considers
all occurrences of a query pattern whilst XPath considdrs

occurrences of a target element in an XPath query. Suppose
want to proces§'OU NT(Q) for the trees shown in Figure 1. MeMOry €.9, AMS sketches [3], COUNT sketches [8]) can be

Using our query semantic§OUNT(Q) = 5. On the other used to estimate the number of occurrences of any parelat-chi

hand, using XPath semantic§OUNT(/ / A B] / C) = 4. pairin the stream.
In the streaming scenario studied in this paper, we assume .
that there exists no structural summary such as a schema fo3- Counting Tree Patterns
the input data. However, if a structural summary is avadabl
or can be constructed online for the data in limited spa@ th  In this section, we describe hoBket chTr ee can esti-
Sket chTr ee can be extended to efficiently process queriemate tree pattern counts. The key idea of our approach is to
with ancestor-descendant relationship between nodedgsim map tree patterns into Prifer sequences and eventually map
to ‘/I" in XPath) and wildcard nodes (similar to **’ in XPath) these sequences into one-dimensional integers. The use of
We defer the discussion of these extensions until Section 6. Prifer sequence representation for XML document trees was
first proposed in the PRIX system [26] for indexing and query-
2.2. Counting Parent-Child Node Pairs ing XML. _ .
Prufer sequences provide a one-to-one mapping between a
labeled tree and a sequence. The algorithm to construct a se-
Suppose we want to count the number of occurrences of agyjence from a labeled tree deletes successively the leaf nod
parent-child node pair in a stream of labeled trees.XLefe-  ith the smallest label and notes down the parent node of the
note the set of all possible node labels. A naive counting-alg geleted one. This process continues until only one nodtis le
rithm would require one counter for each possible orderéd parhe ordered sequence of noted nodes becomes the Priifer se-
of labels to count all possible parent-child node pairs. sTaAu quence of the tree. As in the PRIX system, we shall construct
total of ||? counters are required. Initially, each counter ISy Priifer sequence of length— 1 for a labeled tred}, of n
set to zero. For a new tree in the input stream, all the parenfyges by continuing the deletion of nodes till only one node
child pairs are determined and their corresponding CoOSRIE s |eft. Note that the time complexity of constructing a ferii
updated. Atany moment, the result fOIOUNT(:) can be  gequence is linear in the number of tree nodes [26].
obtained from an appropriate counter. _ _ The nodes of a labeled tree are first assigned postorder num-
Alternatively, we can process the trees in the followingyers, As in the PRIX system, the Priifer sequence can be con-
way. Lethash(X) denote a function that returns a uniquestrycted by treating the postorder numbers as unique léels
number for any given node label. Then any pair (X,Y)  the node removal method described above. Two sequences are
of parent-child nodes can be represented by an ordered pg§npstructed: (INPS (Numbered Rifer sequencejonsisting
(hash(X), hash(Y')). Without loss of generality, we will ini-  entirely of postorder numbers and (S (Labeled Rifer se-
tially assume that each node label hashes to a unique numt{ﬁﬁence)obtained by replacing each number in the NPS by its
Later i.n Section 6, we will describe how to overcome this asgorresponding label. For the purpose of tree pattern cognti
sumption. _ N . we produceextended Rifer sequences by adding a dummy
Using the notion ofpairing functions any 2-tuple can be child node to each of the leaf nodes of a labeled tree before ap
uniquely mapped to a natural number [15]. Pairing functiong|ying the sequence construction. The Priifer sequendeeof t
provide a one-to-one mapping between an ordered pair of nogxtended tree contains the leaf labels of the original tide
negative integers and a single non-negative integer. $upith | pS and NPS of the extended tree together contain complete
more than two elements can also be mapped to single nuMb@iformation needed to reconstruct the original labelee [26].
by applying pairing functions inductively as follows.
) Example 1 We shall convert the tree patterns in Figure 3 into
_ 12 2 sequences. Each node has a label and a postorder number.
PF(.y) (2" +2ey +y" + 3w +y) The nodes of the tree patterns that appear in the data tree are
PFs5(x,y,z) = PFy(PFa(z,y),2) connected by solid edges. The original leaf node%iirand



T, are extended by adding dummy nodes (connected by dottiedtheir seminal work Alon, Matias and Szegedhence the
edges). All the nodes including the dummy nodes are numbemredme AMS sketches) proposed the use of randomized linear

in postorder. 7T} can be uniquely represented by its LPH(=

projection of the frequency vector of the values in a stream.

ZY X, and NP4(;) = 2 3 4. T can be uniquely represented The process of computing a randomized linear projecfion

by its LPS{») = Y X Z X, and NPSI) =2 5 4 5.

We first deal with estimatin@ OUNT,,.4(-) queries over

of the frequency vector of a streathcan be summarized as
follows [3].

a stream of labeled trees. Later in Section 3.3, we extend ® Letdom(S) = {1,2,...,n} be the domain of of sizen.

Sket chTree to estimateCOUNT(-) queries (unordered
matches) with provable error guarantees.

In the Sket chTr ee algorithm, Priifer sequence represen-

tation is adopted for both the data trees and query treerpatte
A brief outline of theSket chTr ee algorithm is presented
as follows. Let us assume an algorithEBnumTree(T, k)
that enumerates all ordered tree patterng’iwith at mostk
edges each. (The details lhumT'ree(-) will be discussed

Select at random a family ébur-wiseindependent binary
random variables; = {—1,+1} for eachi € dom(S).
Note thatP(¢, = —1) = P(& = +1) = 4 and
E(&) = 0. By four-wise independence, we mean that for
any 4-tuple of¢;’s and any 4-tuple of —1, +1} values,

the probability that these two 4-tuples matchjs

e ComputeX = Y7 | fi& for the values inS, wheref; is

in Section 5.1.) When a new data tree arrives in the stream, the frequency of the valuein 5. This can be done online

Sket chTr ee enumerates all the tree patterns in this tree with %s;o!?r\:]vsl. I2(|jt:;2l}|ztg)§(_ 0. Bach time a value occurs
one tok edges usingnumT'ree. For each tree pattern gener- ' Py ! '
ated from the tree, the (extended) LPS and NPS for the patteTime four-wise independent binary random variables can be
are constructed as in Example 1. By applying a pairing femcti generated by constructing parity check matrices of therpina
to each pair of LPS and NPS, the stream of trees are mappB@€H codes [3]. Each sketch requires memory in the order of
into a stream of one-dimensional integer values. Since Bf& L /og of the domain size and theg of the length of the stream.
and NPS together uniquely identify a tree pattern, every disA useful property of AMS sketches is that deleting valuesifro
tinct tree pattern is mapped to a distinct integer ugitig(-).  a stream is easy. A valiecan be deleted from the streasby
As a result, the problem of estimating tree pattern counts subtracting; from X.
reduced to that of approximately estimating the frequerfcy o Our choice of AMS sketches f@ket chTr ee was influ-
one-dimensional points in a stream. enced by the fact that these sketches have interesting mathe
matical properties that allow us to constructbiased estima-
Example 2 Suppose the patterris; and 75 in Figure 3 are  tors in an intuitive way for a class of count queries over tree
generated bynumTree(-). For Ty, LPS(1) = Z Y X, and  structured data. Furthermore, provable bounds for thecappr
NPS({1) = 2 3 4. Then the sequences can be mapped to ongnation error can be computed for these queriesrirethodical
dimensional values as follows. We comppite= PF(hash(Z), way. In the following sections, we present theoretical analyse
hash(Y), hash(X), 2, 3, 4) by treating all the elements in thfor estimating a class of count queries usiBiget chTr ee.
LPS and NPS as part of one long tuple. Similarly 7ot we  Our style of analysis is similar to that of Alat al. [3] in the
computep, = PF(hash(Y), hash(X), hash(Z), hash(X), 2, 5, 4sense that first an unbiased estimator is constructed anitshe
5). variance is computed. This is followed by the application of
) _ Chebyshev’s Inequality and Chernoff bounds [22] to forrteila
When required, we shall use '’ to denote the concatenatiofeorems regarding the accuracy of the estimators. We shall

of a LPSL and a NPSV. ThenPF(L.N) denotes the one- yse the terms ‘frequency’ and ‘count’ interchangeably ie th
dimensional mapping. The pairing function provides a ane-t fg|lowing discussions.

one mapping if all the tuples are of the same length. If not,

each tuple should be padded to the size of the largest tuple bg { Estimating the Frequency of a Tree Pattern
fore being mapped to a value. For ease of explanation, wk shal ~

assume that this padding functionality is incorporatedh@ t  \ye shall describe hosket chTr ee can estimate the fre-
pairing function. It is evident that the range Bf'(-) grows  quency of a tree patteid (i.e., COUNT,qa(Q)). Letdom(S)
rapidly with increase in the length of the tuple and value otienote the range of the pairing functiét¥(-) used to map
the tuple elements. If the range BF'(-) becomes too large to tree patterns into a stream of one-dimensional vafi€ghen a
be represented in fixed length wordsg, 32 or 64 bit words), sketchX can be computed fo¥ as explained before. Letde-
we use an alternate strategy that computes residues using imote theP F'(-) value for queny. Itis straightforward to show
ducible polynomials of high degrees. Note that this styategthat E(&, - X) is an unbiased estimator 6fFOU NT,,.4(Q).
does not require padding the sequences. In Section 6, we @ete thatF(¢?) = 1 andE(¢;&;) = 0if i # j. By linearity of
plain the process of mapping sequences using irreducilie po expectation,

nomials. Until then, we shall continue to usd’'(-) for the B X) = E(Eq- (E1fi + - +énfn) = EE2fg) = fo. 8

mapping process. L .
Let SJ(S) denote the self-join size of streasth By applying
the standard formula for variance, it can be shown that[¢,, -
X] < SJ(S) [25].
The accuracy of estimation can be improved by applying the
The synopsis data structure maintained3ket chTree  standardoosting techniquE3] that maintains:; x s, indepen-
for a stream of labeled trees is based on AMS sketches [3]ent and identically distributed (iid) instancesf(i.e., X;;),

3. Synopsis Data Structure



wheres; andssy are constants. We compuie random vari- Proof. Similar to the proof of Theorem 1. O
ablesYs, Ys,...,Ys, as follows. Eacly; is the average of; iid _ ) _
instances of, X . The median o7, Y5,...,Ys, is an improved Alter_nanvely, the total frequency could be estimated bstfir
estimate of COUNT,,.4(Q). The values; controls the accu- €stimating the frequency of each pattern separately am the
racy of the estimate and the valsecontrols the confidence of computing the sum. A relative error efcan be guaranteed
the estimate. |ndependent instances can be generated‘@/ uéf each individual estimation guarantees a relative er|f0§ .0
independent random seeds for generating the four-wise indghys if s, = 8t25J(S) then a relative error of can

pendent random variables. Note tijais not explicitly stored e (minlfay -+ fg;))?

as part of the sketches, but is computed during query proceéjse guaranteed. From Theorem.2, its clearly evident thatusi
ing using the random seed for each sketch. We now state t g’ proposed technique (E_quat|0n (2)) requires a smalleeva
following theorem ' or s; to guarantee a certain level of accuracy.

Theorem 1 Suppose S denotes a stream of one-dimensionah|gorithm 1: Update Process i8ket chTr ee
values obtained from a stream of trees by using the pairing
function PF'(-). Let X be an AMS sketch for S. Lgbe the Input: (T, K, s1, s2): T - input tree, K - maximum tree
one-dimensional mapping for quey using PF(-). Then _ pattern sizes,, s» - # of iid instances
COUNT,,4(Q) (i.e. f,) overS can be estimated with a rel- ~ OutPut: none

ative error of at most with probalgggy(/s?t leastl — ¢ ulsmg procedure Sket chTr eeUpdat e(T, k, s1, 52)
$1 X so instances ofX, wheres; = oy andsy = 2lgs. 1: for each tree patterfT, generated by EnumTree(Td)
q

2: compute LPS[;,) and NPST},)

Proof. Provided in the extended version [25]. o s computet, «— PF(LPS(T,).NPS(T}))
4: for i=1to s do
5: for j=1to s; do

. . .. : t ing th d d for sk j
3.2. Estimating the Frequency of a Set of Distinct Tree ® ;ﬁ?g‘éﬁgﬁoﬁ"f‘g @ random seed for sketaly,
Patterns endfor !
. o endfor
For a given set of distinct tree patterf@i, @2, -+, Q:}, endfor

SketchTree can estimate their total frequency
23:1 COUNT,q(Q;). We shall first construct an un-

biased estimator and then compute an upper bound for is _ - _ -
variance. Forl < j < t, letq; (€ dom(S)) denote the one- Algorithm 2 : Query Processing usirgket chTr ee

dimensional mapping of a tree patt&pn. Due to the property Inout: _ - Or.. - list of query patterns
of the Prifer sequence transformation and pairing functio pUt (%Zysé;s_l#?f){i(?iﬁssttances duerp

PF(), eachy; is distinct. We show thak - (3-°_, &, ) is an Output: count estimate 06,
unbiased estimator of the total frequer@_@:1 fa;-

procedure Sket chTr eeEst i mat e(Qyist, s1, S2)
1: for each query patter®; in Q;;s; do

x. (i 5%) _ iﬁqu 4 i Z €q,6ifa, fi 2: compute LPSQ;) and NPSQ);)
j=1 j=1

J=1 1<i<n,i#q, 3 end?(;)rmpmeql — PF(LPS(Qi).NPS(Q:))
t t 4: fori=1to sz do
E (X > qu)> = > fq @ = forj=1to s; do
j=1 j=1 6: E—0 )

By evaluating the expression for variance and applying?i for ec?)%}%tég Qﬁ;fndgothe random seed of;
Cauchy-Schwarz Inequality [22], we obtain the following re £ ¢ +€‘“ !
sult. In the interest of space, the details of the evaluadien endfor o
provided in the extended version of this paper [25]. 10: Z; — € Xy

+ endfor
Var [x (O ¢, )} < 2t —1)-5J(9) @ g Y, — szl
J=1 endfor .
Now the following theorem can be stated in a way similar t@2: return media{Y1, Yz, ..., Y5, }
Theorem 1.

Theorem 2 Let X be an AMS sketch for a stream of one- The steps involved iSket chTr ee to update the synopsis
dimensional values, obtained from a stream of trees by us-data structure, when a new tree arrives in the input stream, i
ing the pairing functionPF(-). Given a set of distinct query Shown in Algorithm 1. Note that the tree-to-sequence t@nsf
patterns{Q1, Qa,--- , Q:}, let ¢; (€ dom(S)) be the one- mation and applying the pairing function take linear timéhie
dimensional mapping ap; using PF(-). The total frequency SIZ€ of the tree pattern. The steps involved during query pro
2371 COUNT,.4(Q;) can be estimated with a relative error cessing are shown in Algorithm 2. The query pattern is also

e e with orobability at leastl — & usi . mapped to a one-dimensional value. Theandom variables
of at moste with proba Ii(?(tél)g?é) —ousingsy x s2 N~ are generated for each sketch, and the standard boostimg tec
stances ofX, wheres; =

A Fa)? ands; = 2lg5. nigue is applied to compute an estimate.
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matches with provable guarantees on the approximation er- (a) A snippet of Treebankin XML  (b) Query Patterns
rors. Consider an unordered tree pattérrwith four differ-

ent ordered tree pattern arrangemenis @, Q3 andQ4 as . .

shown in Figure 4. In order to estima@OUNT(Q), we Figure 5. Treebank Processing

use the results obtained in Section 3.2. kgtge, g3 andgy .
be the one-dimensional mappings of the patt&pns Qs, Qs Due to space constraints, we present only two use cases-and re

and Q4 respectively. Since the tree patterns are distingt, fer readers to the extended version of this paper [25] foremor

g2, g3 andgq are distinct integer valu4es. From Equation (2).Example 3 A language such as English uses the
COUNT(Q) can be computed by, COUNT,,4(Q;), subject-verb-object word order for a sentence.
which in turn can be estimated using an unbiased estimatbtowever, a language that supports free word order uses any

Y =X (& +&p + & + &) six permutations o§ubj ect , obj ect andver b and each
permutation is grammatically correce(g, German, Hindi).
4. Generalization of Count Queries For example, a linguist could verify the following hypotises

experimentally: “Does a language L support free word order
and if so to what extent?” Such an experimental validation
a}gquires counting tree patterns with nodes corresponding
to subj ect, object and verb arranged differently.
Sket chTr ee can provide tight approximations to the actual
counts quickly for large treebanks. Moreover, approxirhate
counting syntactic structures can be useful for clustering
large amounts of treebank data based on different language

In this section, we generalize the class of queries that ¢
be estimated bgket chTr ee. The benefit oSket chTr ee
is that probabilistic guarantees on the quality of appr@tion
can be provided. We provide some use casekeft chTr ee
in this section for applications that process tree strectaata.
The Sket chTr ee algorithm can estimate a class of query
expressions that are generated by the following grammes rul

using the arithmetic operators’, * —’, and *x". properties.
E — E+E|E-E|EXE Example 4 Another common use of treebanks is in question
E — COUNT,qa(Q) answering systems [23]. A linguist may want to know how

Note that COUNT,,4(Q) is a terminal symbol for the Many sentences in the data denote the answer to a ‘who’ or
rules. We assume that each terminal symbol in the query e0W’ or ‘what’ or ‘when’ question. Consider the query pat-
pression is distinct. For example, the tree pattafnisQ, €M Q1 in Figure 5(b). The operator*in the query denotes
and Qs being counted in an expressio@OUNT,,4(Q:) + & boolgan OR. There is a match in the data (Figure 5(a))..Th|s
COUNT,4(Q2) + COUNT,,4(Qs)" are all distinct. match is the answer to a ‘who’ question [23]: “Who recognized

For any valid query expressidi, Sket chTr ee constructs  the man?” The number of such questiomsg¢ who, what,
an unbiased estimator fdf using the following procedure. how) that can be constructed from the data can be quickly esti
EachCOUNT,,4(Q;) in E is replaced by; X to yield a new mated with a desired level of accuracy®lyet chTr ee when
expressiont’. The expressiof’ is a polynomial ofX. Each (1€ datasetis large. For example, the number of ‘who’ ques-

VA . . tion can be estimated as follows. Qué&py can be represented
termin E is divided by the factorial of the power df in that by three distinct queries each containing all the node€of

term to yield£”. We claim that£” is an unbiased estimator eypect the node with the OR predicate VBBP\VBZ'. The

for the query expressiof [25]. Note that for higher powers of eft child of VP in each query contains one operand of the OR
Xin £, four-wise independerdt variables may not be suffi- operator. LetQ;;, Q1 and Q.5 denote the three query pat-
cient. In general, we would nedewiseindependen{ random  tarns. Then an estimate §f371 COUNT,,4(Q1;) computed
variables, wheré > 4. A general technique has been propose%y Sket chTreeina singlejr_Jass over the treebank data is an

for genergting<-v_viseindependent binary random variables [1]'approximate answer for the total number of ‘who’ questions.
In the linguistic research community, language treebarks a

commonly used, because treebanks provide a syntactic str L . .
ture for text data by breaking them into syntactic units sucl%’c- Optimizing Processing Cost and Memory Uti-

as noun clauses, verbs, adjectives and so on. Treebanks can lization

be modeled as ordered labeled trees and can be represented in

XML (Figure 5(a)). A linguist could experimentally verifyifel In this section, we first describe an algorithm for enumerat-
ferent hypothesesin a language by analyzing its treeb@8ks [ ing all ordered tree patterns with at méstdges from an input



1 edge To computeP(i, n), the cartesian product

(7.5)
12 (7.6) ‘ Cc = P(jl,ll) XP(ngg) X oo XP(jt,lt) (4)
2 edges L . .
2/‘7\11 (7.5), (5.3)) i P(in) is first computed. Each result @t along with the edge§, j1),
‘ /\ /\ (7.5), (5.4)) //\ (i,ja2), - -, and(i, j;) denotes a tree pattern of sizerooted
5 68 I (7.5). (7.6)) i h i ati. Note that if anyP(-) =L in Equation (4), then it is not
/\ ‘ 3 edges i) Py PGy  Included in the cartesian product. Also if afy-) = @ in the
3 4 9 (@5), 5.3), (5.4)) - i equation, thew’ = @ andP(i,n) = @. _
(7.5), (5.3), (7.6)) Ltlgh e shmn -t It can be observed that due to the recursive nature of our
((7.5), (5.4), (7.8)) algorithm, P(i, j) may be invoked many times. To avoid

repeated computationgynumT'ree stores each solution set
SP(z‘,j). If n is the maximum number of allowed edges for a
tree pattern generated BhumTree, then only those solution
sets withj < n need to be stored. We provide an empirical
evaluation of the effectiveness éfnumTree in Section 7.

data tree. We then present two strategies to improve the mem-

ory utilization of Sket chTr ee, namely, (1L)tracking topx  5.2. Tracking Top-k Frequent Tree Patterns

frequent tree patternand (2)virtual streams These two strate-

gies can be combined together or can be applied separately.We present an intuitive strategy to reduce the memory re-
Limiting the number of instances of AMS sketches reduces thguirement oSket chTr ee by tracking the topk frequent tree

(@) Tree T (b) Treesrooted at ‘7’  (c) Picking edge

Figure 6. EnumTree

sketch update cost during stream processing. patterns in a stream. Theorems 1 and 2 show that the memory
requirement ofSket chTr ee depends on the self-join size of
5.1. Tree Pattern Generation byEnumTree the input stream. Thus by reducing the self-join size, we can

improve the accuracy of the estimate for a given amount of

It is essential thaSket chTr ee generates tree patterns memory.
from a stream of trees efficiently. We propose an intuitigpal A key benefit of using AMS sketches is that the process of
rithm calledEnumT'ree to enumerate all ordered tree patterngleleting values from a stream is straightforward. Consader
in an ordered labeled tree with at mdsedges. EnumTree  Stream of integers' that is sketched by<. A valuet can be
constructs larger tree patterns from smaller tree patiands deleted from this stream by subtractiggfrom X. Further-
uses amemoization techniqu avoid repeated computation more,m instances ot can be deleted frons' by subtracting
of the same patterns. mé&; from X. Suppose the values % have askewed distribu-

Let denote a unique identifier of a node in the input treetion. Then, the deletion of top-frequent values front' can
Let P(i, j) denote the set of tree patternsin the input tree rootd@ptentially result in substantial reduction in the selfijsize of
at nodei with j edges each. Each tree pattern can be repré- . _ . . .
sented by a set of edges where each edge is denoted by n(())(fl?At any instant of time £ (¢, - X) is an unbiased estimator

: : e - he frequency ot in S so far. (See Section 3.1.) The key
id pairs. If there are no qualifying tree patterns wjtledges intuition for estimating the frequency ofvill be clear from the

rooted at, thenP (i, j) = . In addition, letP(i, 0) =L. ollowing analysis. Using Markov’s Inequality [22], we atin
The EnumT'ree algorithm generates patterns rooted at eathe fouog,ving gquétion_ g quality [22],

node in a data tree by visiting the nodes in postorder. To
computeP(i, j), EnumTree first picks a set of child edges P x>r < Z&X
of ¢+ and then picks the remaining edges from its descen- T
dants. Consider a data trdein Figure 6(a), where nodes If r is large and the actual frequency®fE (¢, - X), is small,
are numbered in postorder. SuppdseumTree is currently  then the probability of the estimated frequency being larger
at node7 to computeP(7,3). There are three choices for thanr is very small. Essentially, during stream processing, the
edge selection:(7,5),(7,6) and ((7,5),(7,6)). If (7,5) is  probability that a low frequency value is (incorrectly)iesited
picked, thenEnumTree next computesP(5,2), which re- asfrequentis very small. Equation (5) forms the basis of our
turns edges{(5,3), (5,4)}. Similarly, if (7,6) is picked, memory reduction strategy.
EnumTree computesP(6,2), which is @. As a result, The data structures maintained et chTr ee include a
a tree pattern{(7,5), (5,3),(5,4)} is generated. Lastly, if min-heapH and a listL, each of sizé:. Thus at mosk most
((7,5),(7,6)) is picked, thenEnumTree has to choose one frequent values (mappings of tree patterns) can be tracked.
more edge from its descendants. There are two possihilitiestores the estimated frequencies of these frequent tresr st
{P(5,1),P(6,0)} and {P(5,0), P(6,1)}. P(5,1) contains that are present il.. Before the start of stream processing,
edges(5,3) and (5,4), while P(6,1) is @. As a result, tree both H andL are empty.
patterns{((7,5), (7,6), (5,3)), ((7,5),(7,6),(5,4))} are gen- Algorithm 3 describes the steps involved during stream pro-
erated. In a similar wayP(7,2) and P(7,1) are computed. cessing. Leff; be a frequency estimate af At any point dur-
The trees rooted at nodeare shown in Figure 6(b). ing top+ processing, the followingel et e condition holds.

As shown in Figure 6(c), in general, to compié, n), if ¢ If frequent value is present inL, then f; instances of have
child edges are chosen, théXij1,11), P(j2,l2), -+, P(ji,1:)  been deleted from the streanSince the self-join size of the
are computettiy,--- ,l; > Osuchthat; +---+1; = n—t. stream affects the accuracy of the estimates computedglurin

®)



Algorithm 3 Tracking Topk Frequent Tree Patterns presentinL. For each sketci;;, computed = >° ./ &g, fo,-
Line 10 in Algorithm 2 is replaced b, — ¢ - (X;; + d).

Input: (t, s1, s2): t- 1D value;st, s2 - # of iid instances
Output: none )
5.3. Virtual Streams

procedure Conmput eTopK(t, s1, s2)
1: if tis presentin Lthen

2: Let f; be the frequency of t stored i X ) : . . .
for i=110 ss do uses, is to split a single stream of one-dimensional integler

Another memory reduction technique thgket chTr ee

2 for j=1to s; do ues into a set of disjointirtual streams As a result, each
5: Computeg; using the random seed fof;; virtual stream has a smaller self-join size as comparedéo th
6: Add & - fi to Xi; _ original stream. When a new value appears in the original
7 e d]%‘f'etet andf from L and # respectively stream, the value is inserted into one of the virtual streams
endfor This approach is similar to using a set of buckets in COUNT
endit SKETCHES [8].
8: Computeest Freq; Usings: x s instances of sketch’ Let p be a prime that denotes the number of virtual streams
o: if esjff[;'_'reqts} Oandeittﬁreqt > Root(7) then So, S1, ..., Sp—1 for the streamS. Note thatdom(S) =
. = —1 . .
1(1): I eLz?f:.zt?gt)he rooteonf heap andr be its corresponding Ui—o dom(5;). For each one-dimensional valuethat ap-
element inl, pears in the original stream, we compute residue ¢ mod
12: Add ¢, - f, back to eachX; p.2 Now the valuet is inserted into the'” virtual streams,..
13: Delete root off and delete: from L Sket chTr ee now maintains AMS sketches for each virtual
" ?nns(gtes tFreq into H and add to I stream. LetX; denote an AMS sketch for a virtual strean
15 fori=11t0 s, do In order to estimate COUNT)), the one-dlm_en5|onal mapping
16: for j=1to s; do g for a query(Q is used to compute the residug= ¢ mod p.
17: Computet; using the random seed fof; ; The sketchX;,. of the virtual streans,., is used for computing
18: Delete¢; - estF'reg: from X; an approximate answer for COUNJY.
endfor The sketchesYy, X1, ..., X,—1 can share the same ran-
endﬁndfor dom seed to generate four-wise (or k-wise) indepengleati-

ables. So an AMS sketch for s&y U S; is simply the addition

Xi + X;. SketchTr ee can estimate any query expression
top-k processing, theel et e condition results in low estima- (Section 4) by first computing the addition of all the relevan
tion errors. In Algorithm 3, if input is presentinL, thenf;  sketches for the query trees in the expression. The sum of the
instances of are added back to the stream and all the instancegilues in these sketches is used during query processirgy. Th
of the sketches are updated appropriately (Lines 1 throdigh %op-k strategy can be combined with virtual streams. In such
Next the frequency of is again estimated using - X by us-  a case,Sket chTr ee would maintain a separate tdpdata

ing s1 X so instances ofX (Line 8). If the estimated frequency structure for each virtual stream.

estFreq, is positive and is greater than the minimum frequency

in the heap, H andL are updated (Lines 9 through 14).Hf .

is full, then all the instances of the frequent value coroesp 6. Extensions

ing to the root are added back to the sketches (Line 12). The

root node inf is deleted and the corresponding frequentvalug.1  Alternate Mapping Function

is deleted fromL. Finally, ¢ andestFreq; are inserted into

L and H respectively (Line 14). TheastF'req, instances of We have so far assumed that the pairing functiof(.)

t are deleted from the stream and all the sketches are updaﬁg : : :
. . . ps a given LPS and NPS pair to an integer. As the num-
ﬂglr:jess 15 through 18). Note that thizl et e condition still ber of elements in these sequences increases and the element
: . - . . values grow, the range dPF'(-) grows too. In such cases, a
Note that Algorithm 3 is invoked with,, s, ands» as input 35 hit word (or a 64-bit word) may not be sufficient to store
arguments, after all the, x s> sketches have been updated iny, o integers. We extengket chTr ee by adopting Rabin’s

Algorithm 1 (Lines 4 through 6). If invoking top-processing  fingerprinting technique [6] as a mapping function insteéd o
for every tree pattern generated BysumT'ree(-) is infeasible PF(-). In Rabin’s work, an irreducible polynomial of large

for an application, then top-processing could be invoked with yeqree is chosen uniformly at random. e, denote such a
a probabilityp for each tree pattern. In Algorithm 3, a Sortedpolynomial of degree 31 (assuming the use of 32-bit intdgers
data structure such asmmp container may be used fdrto  a given LPS and NPS pair can be concatenated, and the whole
speed up insert, delete and search operaﬁops. _ sequence can be treated as a long bit string representicg-the

A few modifications to the query processing algorithm (Al-gfficients of a polynomial with coefficients 0 or 1. Letlenote
gorithm 2) ofSket chTr ee are necessary. The basic idea is tosych a polynomial. The residue polynomiat p modp;,, is
temporarily add the deleted instances of frequent valuéstin considered a one dimensional point mapping for the LPS and
L, that are also present in the query list, to the sketchesf}.et NPS. Note that has a smaller degree than thapgf. and can
be the frequency of; (mapping of quen®:; € Qi) thatis  pe stored as a 32 bit integer.

1Thenap container is available in C++ Standard Template Library. 2Universal hash families can also be used [22].



A A A A A Dataset | # of Trees| Maximum Tree | # of Distinct
/\ A ‘ Pattern SizeK) | Tree Pattern
B c ‘ I A ‘ c TREEBANK 28,699 6 7,041,113
AN T T T | =& | DBLP 98,061 4 11,301,512‘
D E E E E E D ‘ E
YN > |
6 H oD o) Q b Table 1. Datasets
(a) Structural summary (b) Wildcafd®  (c) Axis‘ /[’

erage relative errors falOU N'T,,,.4(-) queries on workloads
with varying query selectivities. We observed that usingra |
Figure 7. Processing Queries with * ** and * / /" ited amount of memorySket chTr ee could estimat_e_ tree
pattern counts within 10-15% relative error. In additiore w
observed that the cost of processing data trees grew almost
We have also assumed so far that each node IEbielthe linearly with the total number of tree patterns generated by
data is mapped to a unique number usiagh(X). (See Sec- EnumTree.
tion 2.) This mapping can be done in an online fashion too.
The node labels can be treated as bit strings and residue po .
nomials can be computed in the same way%s described e:frligr.l' Experimental Setup
It should be noted that the mapping scheme using irre-

ducible polynomials can lead to collisions. However, thetpr The Sket chTr ee was developed in C++ with the GNU
ability of collisions can be made very low by using irredueib Scientific Library (GSL) for generating pseudo random num-
polynomials of appropriate degrees [6]. For our experimienthers. We ran all our experiments on 2.4GHz Pentium IV pro-
we chose irreducible polynomials of degree 31. cessor with 1 GB RAM running Red Hat Linux 9.0.

6.2 Extending the Query Semantics
7.2. Data Sets

In the streaming scenario studied in this paper, we have

assumed that there exists no structural summary such as aye experimented with two real datasets (a) TREEBANK
sc_hema on the data trees. However, |_f a s_trl_JcturaI summagyd (b) DBLP [28]. Each dataset was originally a single large
exists or can be constructed online using limited space theq\L document. A forest of trees were created by removing
Sket chTr ee can be extended to process queries that contayie oot tag of the document, and the trees were processed in
ancestor-descendant relationship between nodes (/Path) 5 single pass. The trees in TREEBANK were narrow and deep
and wildcard nodes (*' in XPath). Our approach is similaryith recursive element names. The trees in DBLP were shal-
to that of XSKETCHES [24] in the sense that the originalow and bushy. Table 1 summarizes the total number of trees
queries are mapped to set of query patterns with only parerfrocessed, the maximum size of a tree pattern that was gener-
child edges. The total frequency of this set of query pa#i&sn ated by EnumTree, and the total number of distinct ordered
equal to the frequency of the original pattern. tree patterns in each dataset. Recall that a deterministicte

~ Suppose a structural summary of data is available as showfyy approach would require one counter for each distinet tre

in Figure 7(a). In order to process quet shown in Fig-  pattern, which would amount to more than 7 million and 11

ure 7(b), the structural summary can be used and *' can bgjjlion counters for TREEBANK and DBLP datasets, respec-
resolved into two labels B and C. ThASOUNT,,a(Q1) IS tively.

the sum of the frequencies of two distinct patterns shown in

Figure 7(b). Similarly, to process a quef}, shown in Fig-

ure 7(c), the structural summary can be used and ‘//’ can b&3. Query Workload
resolved to yield two distinct patterns shown alongsideusTh
COUNTora(Q2) is the sum of the frequencies of these two For each dataset, a query workload was generated by se-
distinct patterns. Recall that in Section 3.2, we show hovi’ec » @ query 9 y

: : ting ordered tree patterns from it with different sdiget
Sket chTr ee can estimate the frequency of any set of dis-. . :
tinct tree patterns. Note that we assume that the resutieg t ?hes. F'gt;”e 8f(a) shows tthe W(r)]rklolad tfo_r TREEBAN_:_(hW'th
patterns are within size each wheré: is the size of the largest '€ Number of queries at each selectivity range. The size
tree pattern generated BynumTree. Otherwise, this simple (-€» umber of edges) of each query pattern ranged from 1
sum of frequencies technique cannot be applied. As part-of £ 6. .ForhTEEE?A'\:K’ sm;:e Its valuiﬁa::]a were gncrypteq, t{‘he
ture work, we would like to address issues such as choosing tgueries had only element names. € queries were In the

: - : electivity rangd0.00001, 0.00020), and the actual counts of
]r€|ght value fork, and counting tree patterns of size larger thart?hese queries ranged in the intengif2, 18256]. Figure 8(b)

shows the workload for DBLP with the number of queries at
) each selectivity range. The size of each query pattern thnge
7. Experimental Results from 1 to 4. For DBLP, the queries had element names as
well as values (CDATA). All the queries were in the selec-
In this section, we present the experimental evaluation divity range[0.000005, 0.0001), and the actual counts of these
Sket chTr ee done with real datasets. We computed the avgueries ranged in the interv@06, 4547].



7000 7 negative. In such cases, we use a sanity bound for the approxi

3000

60001 5000 mate count byipprox = 0.1 X actual.
5 2500 As more memory is allocated for the synopses in
g 2200 ] Sket chTr ee, we expect the relative error to decrease. We
-

# of Queries

) 150 ] evaluated the effectiveness®fet chTr ee by increasing the
number of instances of the sketches by varying the value of

| 1 s1 in increments oR5 with s, being fixed at 72 In addition,

fooouor, ooz, oo, (o, pomoss.  osonas, - poowsn - oaw0r f[hetopk size (# of frequent patterns to tracl_<) was increased in

increments of 50. Note that the number of virtual streams{Se

tion 5.3) was fixed at 229 for all the experiments. (An incesas

in this number would reduce the self-join size of the streams

and provide better accuracy as expected.) For each query, we

computed the average relative error over 5 runs for a given

value of s; and and topk size. The total memory allocated

1000 500

Selectivity Selectivity

(a) TREEBANK (b) DBLP

Figure 8. Query Workload

for the synopses iBket chTr ee is equal to sum of the mem-

1200 350408 ory required fors; x s iid instances of AMS sketches, tdp-
- 2 oo data structures and independent random seeds requireahfor c
Zzz 5 zoomos structing four-wise independent binary random variables.

I B rsoeind The plots in Figure 10 show the average of the average rel-
= = 1.00E+08 - . . . . .
T o] 2 o ative error for the set of queries in each selectivity rarte
o 000400 that in this caseSket chTr ee estimated the counts of sin-
oo ° ° o4 ¢ gle tree pattern queries. In the interest of space, we reygbrt
Maximum Tree Pattern Size (k) Maximum Tree Pattern Size (k) .. . . . .
) ) ditional experimental results for estimating query expi@ss
(a) Time for Generation (b) Number of Tree Patterngs g, sum, product of tree pattern counts), described in Sec-

tion 4, in the extended version of this paper [25]. Based on
the theorems stated in Section 3, we expect the averagiweelat
error to decrease as a query becomes less selective. In addi-
tion, the accuracy is expected to improve as thekapze is
increased, since more high frequency values would be dklete
from the virtual streams resulting in a lower self-join size

A core component oBket chTr ee is the process of gen-
erating tree patterns from data trees. In Section 5.1, we hay 6. TREEBANK
proposed an algorithnfynumT'ree, that given a tred” and a

\all?lr?]?)];kegg meesra\tlss 2\'};&9;;(;3%‘3: t;?%?%giggg%acg,w'th For TREEBANK, the average relative errors were computed
ges. P me e for the query workload shown in Figure 8(a). The results are

by measuring the total wall clock time for processing all the P
trees in DBLP and TREEBANK for different values bf This shown in Figures 10(a) and 10(b). The total memory allocated

time included the time to generate the patterns, to trarrsfOrforthe synopses and tapelata structures is also shown in these

them into sequences, and to compute their one-dimensiorPe{Plt:Si' ure 10(a) shows the average relative errors for the case
mappings using Rabin’s technique. 9 g

) . whens; was 25. The total memory allocated ranged from 316
In Figure 9(a), the total time taken BynumTree t0 Pro- g 44 1 05MB. We observed that with increase in the fop-

cess all the trees in the stream is plotted for both TREEBANK;j, ¢ “the average relative error dropped steadily. Thisheas

and DBLP for different values of. In Figure 9(b), the total . ,sesiet chTr ee removed high frequency values (integer

nlumbgrfof ggefed tre? pattegns_l%ene_rat_;a@llnytngree ar(re] mappings of frequent tree patterns) from the sketchesghiyer
plotted for difterent values ok. e similarity between the reducing the self-join sizes of the virtual streams duringny

two plots shows that the the time taken BylumT'ree grows processing. For example, the average relative error, tos¢h

almost linearly with the number of tree patterns that areegen lectivit
: : y range[0.00002, 0.00004), dropped from 1.76 (176%)
ated, which attests the effectivenessfumT'ree for gener- to 0.15 (15%) when the top-size was increased from 50 to

ating tree patterns. Note that the number of tree pattemns g - .
erated for DBLP was larger than that for TREEBANK. Thgé?r%r Vig;tg;sv?/li;to%'%rrﬁonggi'gg??é’noiogg (())E:})V,vg;((ejsr.elatlve

reason was that since DBLP had a I_arger fanout for the tree Figure 10(b) shows the average relative errors for the case
nodes, the_zre were more choices for picking child edges gunthenSl was 50. The total memory allocated3aet chTr ee
enumeration. ranged from 472 KB to 1.21 MB. The average relative error
dropped steadily with increase in the tésize as before. For
7.5. Quality of Answers and Memory Usage example, the average relative error for the selectivitygean
[0.00001,0.00002) dropped from 1.27 (127%) to 0.39 (39%)
when the Topk size was increased from 50 to 300. For the se-

The quality of approximate answers fGFOUNTora() = jactivity rangeg0.00004, 0.00008) and[0.00008, 0.00020) the
gueries can be measured by computing the standard relative

error lapproz—actuall - \ote that an approximate count can be  3we computed the value of for 5 = 0.1 using Theorem 1.

actual

Figure 9. Evaluation of Enunilr ee

7.4. Tree Pattern Generation Cost
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Figure 10. Evaluation of Sket chTr ee

relative errors were below 12% for Topk sizes from 50 to 300326 KB to 769 KB. We observed a drastic improvement in ac-
We conclude that tracking frequent tree patterns and deleturacy when the top-size was increased from 1 to 50. On
ing them from the sketches is an effective way of boosting ththe contrary, we observed a more gradual improvement in ac-
accuracy of estimates computed Bket chTree. We also curacy for TREEBANK. This is because the distribution of
observed that by increasing the valuesof the relative error tree patterns in DBLP had higher degree of skew than the
dropped significantly for the same value of tbsize. Thisis tree patterns in TREEBANK. As a result, for DBLP, delet-
consistent with the theoretical analyses. However, theagir ing fewer frequent patterns from the virtual streams wefe su
processing time increased whenwas increased. We com- ficient to compute estimates with good accuracy. For exam-
puted the ratio of total stream processing time wher= 50  ple, the average relative error for the queries in the selct
to the processing time when = 25. We observed that the range/0.000025, 0.000050), dropped from 2.48 (248%)t0 0.11
processing cost increased by a factor of 2.3 whewas dou- (11%) when the top: size was increased from 1 to 50. With
bled for different topk sizes. Interestingly, when the tdpsize  further increase in top-size, the improvementin accuracy was
was increased for a fixed value of, the increase in the pro- marginal. For the selectivity rang@s000050,0.000075) and
cessing cost was marginal. For example, wheniteplue was  [0.000075, 0.0001), the relative errors were under 5% for tép-
increased from 50 to 300, the processing cost increasedipy orsize of 50.
5.4% and 4.0% fog; = 25 ands; = 50 respectively. Figure 10(d) shows the results for the case whewas 75.
However, the improvement in accuracy may not as by inThe total memory allocated ranged from 488 KB to 931 KB.
creasing the tog-size, is not a clear winner always. Since theThe average relative error dropped drastically as beforenwh
accuracy of estimating a frequent value is proportionaht® t the top# size was increased from 1 to 50 due to high skew in
actual value, tracking more and more values will result 8sle the tree pattern distribution. For example, the averagsivel
accurate estimation for values that are less frequent. ésudty  error for queries in the selectivity rang@000005, 0.000025)
the quality of answers could degrade. In such cases, ifnngeas dropped from 3.75 (375%) to 0.19 (19%) when the fopize
the value ofs; could be a better choice, provided if increase inwas increased from 1 to 50. (The relative errors can be fur-

processing time is feasible. ther reduced by increasing the valuesgf) For the remaining
selectivity ranges, relative error under 8% was achievétgus
7.7. DBLP Sket chTr ee for top-k size of 50.

As before, our experiments show that deleting frequent pat-
For DBLP, the average relative errors were computed falerns from the sketches is an effective way of improving the
the query workload in Figure 8(b). The results are shown imaccuracy of oSket chTr ee estimates. As expected, with in-
Figures 10(c) and 10(d). The total memory allocated for therease in the value of;, the relative errors dropped signifi-
synopses and top-data structures is also shown in these plotscantly for the same topa-size. However, the stream processing
Figure 10(c) shows the average relative errors for the casiene increased. We computed the ratio of total stream psaces
when s; was 50. The total memory allocated ranged froming time whens; = 75 to the processing time when = 50.



We observed that the processing cost increased by a factor (& M. Charikar, K. Chen, and M. Farach-Colton. Finding Freqt
about 1.6 whers; was increased from0 to 75 for different Items in Data Streams. IRroceeding of the 29th International
top-k sizes. However when topsize was increased from 1 to Colloguium on Automata Languages and Programm2@p2.
150 by fixing the value of;, the the processing cost increased 9] G- Cormode and S. Muthukrishnan. What's Hot and What's

. Not: Tracking Most Frequent Items Dynamically.Pmoceedings
0, 0, — —
by only 8.2% and 9.8% fos, = 50 ands, = 75 respectively. of the 2003 ACM-SIGMOD Conferencgan Diego, California,

June 2003.
: [10] Y. Diao, S. Rizvi, and M. Franklin. Towards an Interri&tale
8. Conclusion and Future Work XML Dissemination Service. lProceedings of the 30th VLDB
ConferenceToronto, Canada, Sept. 2004. )
In this paper, we have addressed the problem of courltl] A- Dobra, M. N. Garofalakis, J. Gehrke, and R. Rastogio-P
ing tree patterns on streaming labeled trees (XML doc- cessing complex aggregate queries over data stream®rotn

- ceedings of the 2002 ACM-SIGMOD Conferendadison, Wis-
uments). We propose a new algorithm callgldet chTr ee consin, June 2002.

that constructs a synopsis of the stream using AMS sketch@®] M. Drmota. Combinatorics And Asymptotics On Treg8ubo
and provides an approximate answer for the number of occur-  Journal 6(2), 2004.

rences of any tree patterBket chTr ee can estimate a class [13] A. C. Gilbert, Y. Kotidis, S. Muthukrishnan, and M. J.r&ss.

of Counting queries including unordered tree pattern unt How to summarize the universe: Dynamlc maintenance of quan-

We provide theoretical analyses to show that our algorithm 2'555'Agﬁéolggﬁgi”gﬁ"?;tgiss%(\)/zl‘DB Conferenpages 454-
has provably strong guarantees on the error bound for dlffe['14] M. Greenwald and S. Khanna. Space-efficient online agap

ent types of queries. We show that the memory requirement " tion of quantile summaries. IRroceedings of the 2001 ACM-
of Sket chTr ee can be further reduced by keeping track of ~ SIGMOD ConferenceSanta Barbara, California, 2001.

high frequency tree patterns. We also present empiricaltees [15] S.Homerand A. L. Selmai€omputability and Complexity The-
to demonstrate thaBket chTr ee can estimate tree pattern ory. Springer, 2001. o
counts within relative errors of 10-15% using a limited ampu [16] H- Jiang, W. Wang, H. Lu, and J. X. Yu. Holistic Twig Joins

f Sket chT b ful for task h on Indexed XML Documents. IRroceedings of the 29th VLDB
ofmemory.oxet chir ee can be usetul Tor {asks such s&- Conferencepages 273-284, Berlin, Germany, Sept. 2003.

lectivity estimatiorover stored data, especially when the dataa7] C. Koch, S. Scherzinger, N. Schweikardt, and B. Stegmai
is very large and multiple passes over the data is imprdigtica FluXQuery: An Optimizing XQuery Processor for Streaming
expensive. As part of future work, we would like to compare XML Data. InProceedings of the 30th VLDB Conferenpages
Sket chTr ee with techniques developed for selectivity esti—[1 228-239, Toronto, Canada, Aug. 2004.

; ; ; 8] J. Kwon, P. Rao, B. Moon, and S. Lee. FiST: Scalable XML
mation of twig queries such as XSKETCHES [24]. Document Filtering by Sequencing Twig Patterns. Pioceed-

ings of the 31th VLDB Conferenc&rondheim, Norway, Aug.
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